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MULTIQ.XLS

MULTIPLE-SERVER QUEUING

ASSUMPTIONS:

  Arrival distribution

 Poisson

  Service-time distribution

 Exponent.

  Waiting capacity

 Infinite

  Source population

 Infinite

INPUT:

  Arrival rate

40

  Individual service rate (each server)

20

  Nbr. of servers (max. 20)

3

QUEUE STATISTICS:

  Prob. all servers idle (P0)

0.111

  Prob. at least 1 server busy (1-P0)

0.889

  Prob. all servers busy (Pw)

0.444

  Nbr. in queue  (Lq)

0.889

  Nbr. in system (Ls)

2.889

  Time in queue  (Wq)

0.022

  Time in system (Ws)

0.072

PROB. OF N CUSTOMERS IN SYSTEM:

0

0.111

1

0.222

2

0.222

3

0.148

4

0.099

5

0.066

6

0.044

7

0.029

8

0.020

9

0.013

10

0.009

11

0.006

12

0.004

13

0.003

14

0.002

15

0.001

16

0.001

17

0.001

18

0.000

19

0.000

20

0.000
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1.1  Scope
The Spreadsheet Operations Manager (SOM) is a comprehensive set of 26 professional worksheet models for use with Microsoft Excel 2000.  These models automate a variety of operations tasks.  Forecasting is the first step in most operations management problems.  SOM forecasting models include simple exponential smoothing and a powerful trend-adjusted smoothing model that can produce linear, exponential, or damped-exponential forecasts.  Both simple and trend-adjusted smoothing can be used with two types of seasonal adjustment, additive and multiplicative.

Inventory and production planning tools include the standard EOQ and modified versions for backorders, quantity discounts, and problems where reorders are received gradually over time.  A reorder point model computes safety stocks that meet a target probability of shortage during leadtime or a target number of shortages.  To locate distribution centers for inventories, the center-of-gravity model is available.  In material requirements planning, you can compute gross and net requirements and planned order receipts and releases.  In aggregate production planning, you can experiment with work force and overtime strategies to meet monthly production targets.  Other production planning tools include run-out time management across a group of products and estimation of the effects of learning curves.  

The scheduling models sequence jobs on a single work station to minimize lateness or average processing time.  In flow shops with work stations in series, the scheduling models also minimize makespan.

SOM includes all of the quality control models commonly used in practice.  These models design sampling plans and monitor the following results:  sample means and ranges, individual observations, percent defective in samples, and sample defects per unit.

Finally, queues and waiting times are issues in most service businesses.  SOM worksheets automate all of the practical models for queuing analysis and simplify the what-if analysis necessary to design staffing plans.

1.2  References

The worksheets in SOM perform most of the quantitative analysis in three textbooks:


Chase, R. B., Aquilano, N. J., and Jacobs, F. R.,  Production and Operations Management (Ninth Edition), Homewood, Illinois: Irwin/McGraw-Hill, 2001.  


Heizer, J. and Render, B., Operations Management (Fifth Edition), Prentice-Hall, 1999.


Levin, R. I., Rubin, D. S., Stinson, J. P., and Gardner, E. S., Jr., Quantitative Approaches to Management (Eighth Edition), New York:  McGraw-Hill, 1995.
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Two demand forecasting models are available in Sections 2.1 - 2.2.  The exponential smoothing models extrapolate historical data patterns.  Simple exponential smoothing is a short-range forecasting tool that assumes a reasonably stable mean in the data with no trend (consistent growth or decline).  To deal with a trend, try the trend-adjusted smoothing model.  TRENDSMOOTH lets you compare several different types of trend before committing to a forecast. 



The exponential smoothing worksheets accept either nonseasonal data or data which has been seasonally-adjusted using of the models in Sections 2.4 and 2.5.  If your data contain a seasonal pattern, perform a seasonal adjustment before you apply exponential smoothing.  Seasonal adjustment removes the seasonal pattern so that you can concentrate on forecasting the mean or trend

2.1  Simple exponential smoothing (SIMPLE)
More than 25% of U.S. corporations use some form of exponential smoothing as a forecasting model.  Smoothing models are relatively simple, easy to understand, and easy to implement, especially in spreadsheet form.  Smoothing models also compare quite favorably in accuracy to complex forecasting models.  One of the surprising things scientists have learned about forecasting in recent years is that complex models are not necessarily more accurate than simple models.

The simplest form of exponential smoothing is called, appropriately enough, simple smoothing.  Simple smoothing is used for short-range forecasting, usually just one month into the future.  The model assumes that the data fluctuate around a reasonably stable mean (no trend or consistent pattern of growth).  If the data contain a trend, use the trend-adjusted smoothing model (TRENDSMOOTH).

Figures 2-1 illustrates an application of simple exponential smoothing at the International Airport in Victoria, Texas.  The airport has been open for a year and the data are the monthly numbers of passengers embarked.  The terminal manager feels that he has enough data to develop a forecast of passengers one month in advance in order to schedule part‑time employment for airport parking, baggage handling, and security.

To get the forecasting process started, SIMPLE automatically sets the first forecast (F26) equal to the average of the number of warm-up data specified in cell D9.  The number of warm-up data is 6, so the first forecast of 30.0 is the average of the data for months 1-6.  If you don't like the first forecast, replace the formula in F26 with a value.  Thereafter the forecasts are updated as follows:  In column G, each forecast error is equal to actual data minus the forecast for that period.  In column F, each forecast is equal to the previous forecast plus a fraction of the previous error.  This fraction is found in cell D8 and is called the smoothing weight.  The model works much like an automatic pilot, a cruise control on an automobile, or a thermostat.  If a given forecast is too low, the forecast error is positive, and the next forecast is increased by a fraction of the error.  If a given forecast is too high, the forecast error is negative, and the next forecast is reduced by a fraction of the error.  If we get lucky and a forecast is perfect, the error is zero and there is no change in the next forecast.

A total of 12 data observations are entered in Figure 2-1.  The model automatically makes forecasts through the last period specified in cell D10.  For months 13-24, the forecasts are constant as shown in Figure 2-2.  Remember that the model assumes no trend, so the only option is to project the last forecast for every period in the future.

The model computes two mean forecast error measures.  The MSE is the mean-squared-error and the MAD is the mean of the absolute errors or the mean-absolute-deviation.  Both are commonly used in practice.  The MSE gives more weight to large errors, while the MAD is easier to interpret.

Figure 2-1[image: image1.png].
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SIMPLE.XLS

INTERMEDIATE CALCULATIONS:

DATA TABLE:

Simple exponential smoothing.

RMSE (Square root of MSE)

2.14

Select K6..L16.

Enter actual or seasonally-adjusted data in column D.

3 X RMSE

6.41

Select Data Table.

Enter additive seasonal indices in column E.

Enter column input cell = D8.

If seasonal indices are multiplicative, edit column H.

Warm-up SSE

27.40

Weight

MSE

Warm-up MSE

4.57

2.62

INPUT:

Forecasting SSE

43.13

0.10

2.13

Smoothing weight

0.30

Fcst SSE - Warm-up SSE

15.73

0.20

2.45

Nbr. Of warm-up data

6

Nbr. of forecast periods

6

0.30

2.62

Last period to forecast

24

Forecasting MSE

2.62

0.40

2.69

0.50

2.75

OUTPUT:

Warm-up Sum abs. err.

22.07

0.60

2.85

Number of data

12

Warm-up MAD

3.68

0.70

3.00

Nbr. of outliers

0

Forecasting Sum abs. err.

40.76

0.80

3.20

Warm-up MSE

4.57

Fcst Sum abs. - Warm-up Sum abs.

18.69

0.90

3.49

Forecasting MSE

2.62

Nbr. of forecast periods

6

1.00

4.00

Warm-up MAD

3.68

Forecasting MAD

3.11

Note:  MSE values are based

Forecasting MAD

3.11

Last forecast at period

24

on forecasting periods.

Avg.

Period

data

Month

Month

Period

Actual

Seas

Index +

Outlier

Sum

& year

nbr.

nbr.

data

Index

Fcst

Error

Fcst

Indicator

nbr out

Jan-00

1

1

28

30.00

-2.00

#N/A

0

0

1

28.00

Feb-00

2

2

27

29.40

-2.40

#N/A

0

0

2

27.50

Mar-00

3

3

33

28.68

4.32

#N/A

0

0

3

29.33

Apr-00

4

4

25

29.98

-4.98

#N/A

0

0

4

28.25

May-00

5

5

34

28.48

5.52

#N/A

0

0

5

29.40

Jun-00

6

6

33

30.14

2.86

#N/A

0

0

6

30.00

Jul-00

7

7

35

31.00

4.00

#N/A

0

0

7

30.71

Aug-00

8

8

30

32.20

-2.20

#N/A

0

0

8

30.63

Sep-00

9

9

33

31.54

1.46

#N/A

0

0

9

30.89

Oct-00

10

10

35

31.98

3.02

#N/A

0

0

10

31.30

Nov-00

11

11

27

32.88

-5.88

#N/A

0

0

11

30.91

Dec-00

12

12

29

31.12

-2.12

#N/A

0

0

12

30.75

Jan-01

13

#N/A

30.48

0

#N/A

0

0

13

#N/A

Feb-01

14

#N/A

30.48

0

#N/A

0

0

14

#N/A

Mar-01

15

#N/A

30.48

0

#N/A

0

0

15

#N/A


Both MSE and MAD are computed for two samples of the data.  The first sample (periods 1-6) is called the warm-up sample.  This sample is used to "fit" the forecasting model, that is to get the model started by computing the first forecast and running for a while to get "warmed up."   The second part of the data (periods 7-12) is used to test the model and is called the forecasting sample.  Accuracy in the warm‑up sample is really irrelevant.  Accuracy in the forecasting sample is more important because the pattern of the data often changes over time.  The forecasting sample is used to evaluate how well the model tracks such changes.  There are no statistical rules on where to divide the data into warm‑up and forecasting samples.  There may not be enough data to have two samples.  A good rule of thumb is to put at least six nonseasonal data points or two complete seasons of seasonal data in the warm‑up.  If there is less data than this, there is no need to bother with two samples.  In a long time series, it is common in practice to simply divide the data in half.  If you don't want to bother with a warm-up sample, set the number of warm-up data equal to the total number of data.  The forecasting MSE and MAD will then be set to zero.

How do you choose the weight in cell D8?  A range of trial values must be tested.  The best‑fitting weight is the one that gives the best MSE or MAD in the warm‑up sample.  There are two factors that interact to determine the best‑fitting weight.  One is the amount of noise or randomness in the series.  The greater the noise, the smaller the weight must be to avoid overreaction to purely random fluctuations in the time series.  The second factor is the stability of the mean.  If the mean is relatively constant, the weight must be small.  If the mean is changing, the weight must be large to keep up with the changes.  Weights can be selected from the range 0 - 1 although we recommend a minimum weight of 0.1 in practice.  Smaller values result in a very sluggish response to changes in the mean of the time series.

An Excel data table is available in columns K and L to assist in selecting smoothing weights.  Column K displays smoothing weights from 0.10 to 1.00 in increments of 0.10 while column L displays the corresponding forecast MSE.  Follow the instructions at the top of the data table to update MSE values.  The weights in column K can be changed.  You can also edit the formula in L6 to compute MAD rather than MSE results.

Two other graphs in the SIMPLE workbook assist in evaluation of the forecast model.  The error graph compares individual forecast errors to control limits.  These limits are established at plus and minus three standard deviations from zero.  The standard deviation is estimated by the square root of the MSE, called the RMSE for root-mean-squared-error.  The probability is less than 1% that individual errors will exceed the control limits if the mean of the data is unchanged.   The “outlier” count in cell D14 of Figure 2-1 is the number of errors that went outside control limits.  Finally, the MSE graph is a bar chart of MSE values for alternative smoothing weights.

The forecasting model in SIMPLE is based on two equations that are updated at the end of each time period:


Forecast error
=
actual data  -  current forecast


Next forecast
=
current forecast  +  (weight x error)

A little algebra shows that this model is equivalent to another model found in many textbooks and in practice:


Next forecast
=
(weight x actual data) + [(1 - weight) x current forecast]

The model in SIMPLE is easier to understand and requires less arithmetic.  It is true that the model requires computation of the error before the forecast can be computed.  However, the error must always be computed to evaluate the accuracy of the model.  

To forecast other data in SIMPLE, enter month and year in column A and data in column D.  The data can be nonseasonal or seasonal.  If seasonal, enter seasonally-adjusted data in column D and seasonal indices in column E.  All forecasts in column F are seasonally-adjusted.  The worksheet assumes any seasonal indices are additive in nature, so seasonal indices are added to seasonally-adjusted forecasts in column F to obtain final forecasts in column H.   If your seasonal indices are multiplicative rather than additive, edit the formulas in column H to multiply by the index rather than add it.  Seasonal calculations are handled in the same way in the TRENDSMOOTH model.  Seasonal adjustment procedures are explained in detail in sections 2.3 – 2.5.    

2.2  Smoothing linear, exponential, and damped trends (TRENDSMOOTH)
Exponential smoothing with a trend works much like simple smoothing except that two components must be updated each period:  level and trend.  The level is a smoothed estimate of the value of the data at the end of each period.  The trend is a smoothed estimate of average growth at the end of each period.

To explain this type of forecasting, let's review an application at Alief Precision Arms, a company that manufactures high-quality replicas of the Colt Single-Action Army revolver and other revolvers from the nineteenth century.  Alief was founded in 1987 and, as shown in Figure 2-3, experienced rapid growth through about 1994.  Since 1994, growth has slowed and Alief is uncertain about the growth that should be projected in the future. 

Figure 2-3
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The worksheet in Figure 2-4 was developed to help Alief compare several different types of trend forecasts.  This worksheet can produce a linear or straight-line trend, a damped trend in which the amount of growth declines each period in the future, or an exponential trend in which the amount of growth increases each period in the future.

To get started, initial values for level and trend are computed in cells H22 and I22.  The model sets the initial trend equal to the average of the first four differences among the data.  These differences are (23.1 - 20.8), (27.2 - 23.1), (32.3 - 27.2), and (34.4 - 32.3).  The average difference or initial trend is 3.4.  This value is our estimate of the average growth per period at the beginning of the data.  The initial level is the first data observation minus the initial trend or 20.8 – 3.4 = 17.4.

The forecasting system works as follows:


Forecast error 
=
Actual data - current forecast


Current level
=
Current forecast + (level weight x error)


Current trend
=
(Trend modifier x previous trend) +  (trend weight x error)


Next forecast
=
Current level + (trend modifier x current trend) 

Level and trend are independent components of the forecasting model and require separate smoothing weights.  Experience shows that the level weight is usually much larger than the trend weight.  Typical level weights range anywhere from 0.10 to 0.90, while trend weights are usually small, in the range of 0.05 to 0.20.  The trend modifier is usually in the range 0.70 to 1.00.  If the trend modifier is less than 1.00, the effect is to reduce the amount of growth extrapolated into the future.  If the modifier equals 1.00, we have a linear trend with a constant amount of growth each period in the future.  If the modifier exceeds 1.00, growth accelerates, a dangerous assumption in practical business forecasting.

Let’s work through the computations at the end of 1987.  The forecast error in 1987 is data minus forecast or 20.80 – 20.29 = 0.51.  The current level is the forecast for 1998 plus the level weight times the error, or 20.29 + 0.5 x 0.51 = 20.55.  The current trend is the trend modifier times the previous trend plus the trend weight times the error, or 0.85 x 3.40 + 0.10 x 0.51 = 2.94.  The forecast for 1988 is the current level plus the trend modifier times the current trend or 20.55 + 0.85 x 2.94 = 23.04.

Now look at the forecasts for more than one period ahead.  Let n be the number of periods ahead.   To forecast more than one period into the future, the formula is:

Forecast for n > 1 = (previous forecast) + [(trend modifier)^n] x (final computed trend estimate)

Let's forecast the years 2000 - 2003, or 2 - 4 years into the future.  The previous forecast needed to get started is the 1999 forecast of 45.24.  The final computed trend estimate was 0.84 at the end of 1998.  The forecasts are:

Figure 2-4
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Forecast for 2 years ahead (2000) = 45.24 + .85^2 x 0.84 = 45.85


Forecast for 3 years ahead (2001) = 45.85 + .85^3 x 0.84 = 46.36


Forecast for 4 years ahead (2002) = 46.36 + .85^4 x 0.84 = 46.80


Forecast for 5 years ahead (2003) = 46.80 + .85^5 x 0.84 = 47.18

The trend modifier is a fractional number.  Raising a fractional number to a power produces smaller numbers as we move farther into the future.  The result is called a damped trend because the amount of trend added to each new forecast declines.  The damped trend was selected by Alief management because it reflects slowing growth, probably the best that can be expected given political and economic conditions in the firearms market at the end of 1998.  The damped trend approach to the Alief data gives an excellent forecasting MSE of 0.42, much better than the linear alternative.  To see the linear trend, change the trend modifier in cell E13 to 1.00.   The graph shows growth that runs well above the last few data observations, with a forecasting MSE of 8.09.  Optimists can also generate an exponential trend.  Set the trend modifier to a value greater than 1.0 and the amount of trend increases each period.  This type of projection is risky in the long-term but is often used in growth markets for short-term forecasting.

To reiterate, by changing the trend modifier, you can produce different kinds of trend.  A modifier equal to 1.0 yields a linear trend, where the amount of growth in the forecasts is constant beyond the end of the data.  A modifier greater than 1.0 yields an exponential trend, one in which the amount of growth gets larger each time period.  A modifier between 0 and 1 is widely used because it produces a damped trend.

TRENDSMOOTH requires that you choose the best combination of three parameters:  level weight, trend weight, and trend modifier.  There are various ways to do this in Excel.  The simplest approach is to set the trend modifier equal to 1.0. and use the data table starting at the top of column Q to find the best combination of level and trend parameters, the combination that minimizes the MSE or MAD.  Search over the range 0.10 to 0.90 for the level weight in increments of 0.10.  Search over the range 0.05 to 0.20 for the trend weight in increments of 0.05.  Then fix the level and trend parameters and try alternative values of the trend modifier in the range 0.70 to 1.00 in increments of 0.05.  Once you find the best trend modifier, run the data table again, then do another search for the trend modifier.  Keep going until the forecasting MSE stabilizes.  Great precision is not necessary.  TRENDSMOOTH is a robust model, relatively insensitive to smoothing parameters provided that they are approximately correct.

2.3  Seasonal adjustment 

Regular seasonal patterns appear in most business data.  The weather affects the sales of everything from bikinis to snowmobiles.  Around holiday periods, we see increases in the number of retail sales, long‑distance telephone calls, and gasoline consumption.  Business policy can cause seasonal patterns in sales.  Many companies run annual dealer promotions which cause peaks in sales.  Other companies depress sales temporarily by shutting down plants for annual vacation periods.

Usually seasonality is obvious but there are times when it is not.  Two questions should be asked when there is doubt about seasonality.  First, are the peaks and troughs consistent?  That is, do the high and low points of the pattern occur in about the same periods (week, month, or quarter) each year?  Second, is there an explanation for the seasonal pattern?  The most common reasons for seasonality are weather and holidays, although company policy such as annual sales promotions may be a factor.  If the answer to either of these questions is no, seasonality should not be used in the forecasts.   

Our approach to forecasting seasonal data is based on the classical decomposition method developed by economists in the nineteenth century.  Decomposition means separation of the time series into its component parts.  A complete decomposition separates the time series into four components: seasonality, trend, cycle, and randomness.  The cycle is a long‑range pattern related to the growth and decline of industries or the economy as a whole.

Decomposition in business forecasting is usually not so elaborate.  We will start by simply removing the seasonal pattern from the data.  The result is called deseasonalized or seasonally-adjusted data.  Next the deseasonalized data is forecasted with one of the models discussed earlier in this chapter.  Finally, the forecasts are seasonalized (the seasonal pattern is put back).

There are two kinds of seasonal patterns:  multiplicative and additive.   In multiplicative patterns, seasonality is proportional to the level of the data.  As the data grow, the amount of seasonal fluctuation increases.  In additive patterns, seasonality is independent of the level of the data.  As the data grow, the amount of seasonal fluctuation is relatively constant.

Both types of seasonality are found in business data.  Multiplicative seasonality is often the best choice for highly aggregated data, such as company or product-line sales series.  In inventory control, demand data are often noisy and contain outliers.  Thus the additive model is widely used because it is less sensitive to outliers.

In multiplicative seasonality, the seasonal index is defined as the ratio of the actual value of the time series to the average for the year.  There is a unique index for each period of the year.  If the data are monthly, there are twelve seasonal indices.  If the data are quarterly, there are four indices. The index adjusts each data point up or down from the average for the year.  The index is used as follows:


Actual data  /  Multiplicative Index    =  Deseasonalized data

Suppose the multiplicative seasonal index for January sales is 0.80.  This means that sales in January are expected to be 80% of average sales for the year.  Now suppose that actual sales for January are $5000.  Deseasonalized sales are:


$5000  / .80      =  $6250.

To put the seasonality back, or to seasonalize the sales, we use:


Deseasonalized data x Multiplicative Index  =  Actual data


$6250  x  .80      =  $5,000.

In additive seasonality, the seasonal index is defined as the expected amount of seasonal fluctuation.  The additive index is used as follows:


Actual data – Additive Index = Deseasonalized data

Suppose that the additive seasonal index for January sales is -$1,250.  This means that sales in January are expected to be $1,250 less than average sales for the year.   Now suppose that actual sales for January are $5,000.  Deseasonalized sales are:


$5000  - (-$1,250)      =  $6,250.

To put the seasonality back, or to seasonalize the sales, we use:


Deseasonalized data + Additive Index  =  Actual data


$6,250 + (-$1,250)      =  $5000.

Two worksheets are available for seasonal adjustment.  MULTIMON uses the ratio-to-moving average method to adjust monthly data.   ADDITMON uses a similar method called  the difference-to-moving average method to adjust monthly data.  It may be necessary to test both of these worksheets before choosing a seasonal pattern.

2.4  Ratio-to-moving-average seasonal adjustment for monthly data (MULTIMON)

Hill Country Vineyards uses the MULTIMON worksheet in Figure 2-5 to adjust sales of its product line.  Champagne sales, as you might expect, peak around the holiday season at the end of the year and fall off in the summer.  To get adjusted data in the model, the first step in column E is to compute a 12-month moving average of the data.  The first moving average, covering January through December, is always placed next to month 7.  The second moving average, for February through January, is placed opposite month 8, and so on.  This procedure means that there will not be a moving average for the first 6 or the last 5 months of the data.

The second step is to use the moving averages to compute seasonal indices.  If you divide each data point by its moving average, the result is a preliminary seasonal index.  Ratios are computed in column F:  Each ratio is simply the actual sales in column D divided by the moving average in column E.  The ratios for the same month in each year vary somewhat, so they are summed in column G and averaged in column I.  The average ratios can be interpreted as follows.  Sales in January are predicted to be 73% of average monthly sales for the year.  Sales in December are predicted to be 209% of average.  For this interpretation to make sense, the average ratios must sum to 12 since there are 12 months in the year.  The average ratios actually sum to 12.124 because rounding is unavoidable.  Therefore, formulas in column J "normalize" the ratios to sum to 12.

Column K simply repeats the ratios.  The same set of 12 ratios is used each year to perform seasonal adjustment in column L.  Each actual data point in column D is divided by the seasonal index applicable to that month to obtain the adjusted data in column L.

How do we know that the seasonal adjustment procedure was successful?  Cells I6..J6 compute the variances of the original and seasonally-adjusted data, with coefficients of variation (standard deviation / average) in I7..J7.  Seasonal adjustment produced a significant reduction in variance, which makes the seasonally-adjusted data much easier to forecast than the original data.  The effects of seasonal adjustment are apparent in the graph in Figure 2-6.  The seasonally-adjusted line is much smoother than the original data.
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Figure 2-6
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2.5  Difference-to-moving-average seasonal adjustment for monthly data (ADDITMON)

Additive seasonal adjustment for the Hill Country data is shown in Figure 2-7.  The procedure is similar to the multiplicative case except that column F contains differences between actual and moving average instead of ratios.  The average difference is computed in column I.  They should sum to zero but do not because of rounding.  To normalize in column J, the average difference / 12 is subtracted from each index.  Indices by month are repeated in column K.  The adjusted data are then actual data minus the appropriate index.

Additive adjustment does not work quite as well for the Hill County data as did multiplicative.  The additive variance for adjusted data is somewhat larger than the multiplicative variance.  The reason is that the seasonal pattern appears to be proportional to the level of the data, increasing as the data grow.

In business data, the type of seasonal adjustment that should be used is often unclear.  We recommend that you test both procedures and use the one that produces the smallest variances.

To use seasonally-adjusted data for forecasting, copy the adjusted data in column L to SIMPLE or TRENDSMOOTH.   Paste the data in column D of the forecasting worksheet using the following selections:  Edit Paste Special Values so that values only and not formulas are transferred.  Next, use the same commands to copy the seasonal indices in column K of the seasonal adjustment worksheet to column E of the forecasting worksheet.

The original forecasting worksheets are set up for additive seasonality (column H of SIMPLE and column J of TRENDSMOOTH).   If seasonal indices were produced in ADDITMON, no editing is necessary and these columns will contain the final forecasts after seasonalizing, that is putting the seasonal pattern back.  If seasonal indices are multiplicative from MULTIMON, you must edit the formulas in column H or J of the forecasting worksheet so that the deseasonalized data are multiplied by the indices.

Figure 2-8 shows TRENDSMOOTH after the multiplicative-adjusted data have been transferred and forecasted.  The forecast column contains seasonally-adjusted forecasts, while the Index * forecast column contains the final forecasts.
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3.1     Economic order quantity (EOQ)
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3.2     EOQ with backorders (EOQBACK)
25



3.3     EOQ with quantity discounts (EOQDISC)
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3.4     EOQ for production lot sizes (EOQPROD)
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3.5     Reorder points and safety stocks (ROP)
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The basic EOQ model in Section 3.1 finds that particular quantity to order which minimizes the total variable costs of inventory.  The basic EOQ does not allow backorders;  when backorders are possible, a modified EOQ model is available in EOQBACK.  Another modification is found in EOQDISC, for cases where vendors offer price discounts based on the quantity purchased.  If the EOQ is produced in-house rather than purchased from vendors, use the EOQPROD model.  When demand is uncertain, the ROP worksheet computes reorder points and safety stocks to meet a variety of customer service goals.  You must determine the order quantity before you can apply the ROP worksheet.

3.1  Economic order quantity (EOQ)
The purpose of the EOQ model is simple, to find that particular quantity to order which minimizes the total variable costs of inventory.  Total variable costs are usually computed on an annual basis and include two components, the costs of ordering and holding inventory.  Annual ordering cost is the number of orders placed times the marginal or incremental cost incurred per order.  This incremental cost includes several components:  the costs of preparing the purchase order, paying the vendor's invoice, and inspecting and handling the material when it arrives.  It is difficult to estimate these components precisely but a ball‑park figure is good enough.  The EOQ is not especially sensitive to errors in inputs.

The holding costs used in the EOQ should also be marginal in nature.  Holding costs include insurance, taxes, and storage charges, such as depreciation or the cost of leasing a warehouse.  You should also include the interest cost of the money tied up in inventory.  Many companies also add a factor to the holding cost for the risk that inventory will spoil or become obsolete before it can be used.  Annual holding costs are usually computed as a fraction of average inventory value.  For example, a holding rate of .20 means that holding costs are 20% of average inventory.  What is average inventory?  A good estimate is half the order quantity.   Here's the reasoning:  when a new order arrives, we have the entire order quantity on hand.  Just before the new order arrives, stocks are usually near zero.  Thus the average inventory on hand is the average of the high point (the order quantity) and the low point (zero), or half the order quantity.

To see how the EOQ is computed, look at Figure 3-1, a template used by the Rebel Distillery in Shiloh, Tennessee.  Each year the company requires 40 charred oak barrels for aging its fine sour-mash bourbon.  A local supplier builds the barrels for Rebel and other distilleries in the area at a unit price of $250.  Rebel uses costs of $25 per order and .125 for holding inventory.   The EOQ is 8 units per order.  If Rebel orders 8 units at a time, the total variable cost per year is minimized at $250.  You can prove that this is correct by using the table starting at row 23.  If Rebel orders once per year, the order cost is $25.  Holding cost is $625, computed as follows:  The order size is 40 units and average inventory is 20 units.  Then 20 x $250 x .125 = $625.  Total variable cost is $25 + $625 = $650.   Two orders per year result in 2 x $25 = $50 in ordering cost.  The order size is 40/2 = 20 and average inventory is 10 units.  Then 10 x $250 x .125 = $312.50.  Total variable cost is $50 + $312.50 = $362.50, and so on.  The minimum occurs at 5 orders per year, the point at which total ordering and holding costs are equal.  This is always true.  Minimum total cost occurs when ordering and holding costs are equal.

Figure 3-1
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TRENDSMOOTH1

INTERMEDIATE CALCULATIONS:

Exponential smoothing with damped trend

RMSE (Square root of MSE)

2.75

Enter actual or seasonally-adjusted data in column D.

3 X RMSE

8.25

Enter additive seasonal indices in column E.

Avg. of first 4 differences

1.395097

If seasonal indices are multiplicative, edit column J, which reverses seasonal adjustment.

Warm-up SSE

136.14

Tab right for data table for smoothing parameters.

Warm-up MSE

7.563435

Forecasting SSE

237.48

Fcst SSE - Warm-up SSE

101.34

Nbr. of forecast periods

18

INPUT:

OUTPUT:

Forecasting MSE

5.63

Level weight

0.10

Number of data

36

Warm-up Sum abs. err.

40.62

Trend weight

0.05

Number of outliers

0

Warm-up MAD

2.256442

Trend modifier

1.00

Warm-up MSE

7.56

Forecasting Sum abs. err.

76.67

Number of warm-up data

18

Forecasting MSE

5.63

Fcst Sum abs. - Warm-up Sum abs.

36.05

Last period to forecast

48

Warm-up MAD

2.26

Nbr. of forecast periods

18

Forecasting MAD

2.00

Forecasting MAD

2.00

Last forecast at period

48

Month

Month

Period

Seas

Index *

Outlier

Sum 

& year

nbr.

nbr.

Data

Index

Fcst

Error

Level

Trend

Fcst

Indicator

nbr out

Period

19.20

1.40

1987

1

1

20.6

0.728

20.60

0.00

20.60

1.40

15.0

0

0

1

1988

2

2

26.3

0.711

21.99

4.33

22.42

1.61

15.6

0

0

2

1989

3

3

26.0

0.907

24.03

1.98

24.23

1.71

21.8

0

0

3

1990

4

4

26.7

0.868

25.94

0.80

26.02

1.75

22.5

0

0

4

1991

5

5

26.2

0.974

27.77

-1.60

27.61

1.67

27.1

0

0

5

1992

6

6

29.9

0.883

29.28

0.62

29.35

1.70

25.9

0

0

6

1993

7

7

26.6

0.708

31.05

-4.48

30.60

1.48

22.0

0

0

7

1994

8

8

33.1

0.483

32.08

1.05

32.18

1.53

15.5

0

0

8

1995

9

9

29.6

0.852

33.71

-4.15

33.30

1.32

28.7

0

0

9

1996

10

10

33.6

1.160

34.62

-1.00

34.52

1.27

40.2

0

0

10

1997

11

11

32.4

1.653

35.79

-3.38

35.46

1.10

59.2

0

0

11

1998

12

12

32.5

2.073

36.56

-4.10

36.15

0.90

75.8

0

0

12

1999

13

13

33.5

0.728

37.05

-3.55

36.69

0.72

27.0

0

0

13

2000

14

14

34.9

0.711

37.42

-2.52

37.17

0.60

26.6

0

0

14

2001

15

15

33.4

0.907

37.76

-4.36

37.33

0.38

34.3

0

0

15

2002

16

16

37.7

0.868

37.70

-0.01

37.70

0.38

32.7

0

0

16

2003

17

17

38.8

0.974

38.08

0.72

38.15

0.41

37.1

0

0

17

2004

18

18

36.6

0.883

38.57

-1.98

38.37

0.31

34.0

0

0

18

2005

19

19

42.8

0.708

38.68

4.14

39.10

0.52

27.4

0

0

19

2006

20

20

36.4

0.483

39.62

-3.17

39.30

0.36

19.1

0

0

20

2007

21

21

42.2

0.852

39.66

2.57

39.92

0.49

33.8

0

0

21

2008

22

22

38.5

1.160

40.41

-1.88

40.22

0.40

46.9

0

0

22

2009

23

23

41.4

1.653

40.62

0.74

40.70

0.43

67.2

0

0

23

2010

24

24

42.7

2.073

41.13

1.61

41.29

0.52

85.3

0

0

24

#N/A

25

25

42.7

0.728

41.81

0.89

41.90

0.56

30.4

0

0

25

#N/A

26

26

42.4

0.711

42.46

-0.10

42.45

0.56

30.2

0

0

26

#N/A

27

27

44.6

0.907

43.00

1.65

43.17

0.64

39.0

0

0

27

#N/A

28

28

40.6

0.868

43.80

-3.23

43.48

0.48

38.0

0

0

28

#N/A

29

29

40.4

0.974

43.96

-3.51

43.61

0.30

42.8

0

0

29

#N/A

30

30

45.2

0.883

43.91

1.29

44.04

0.36

38.8

0

0

30

#N/A

31

31

46.1

0.708

44.40

1.67

44.57

0.45

31.4

0

0

31

#N/A

32

32

43.7

0.483

45.02

-1.32

44.88

0.38

21.7

0

0

32

#N/A

33

33

42.2

0.852

45.27

-3.03

44.96

0.23

38.6

0

0

33

#N/A

34

34

44.9

1.160

45.19

-0.28

45.17

0.22

52.4

0

0

34

#N/A

35

35

46.0

1.653

45.38

0.64

45.45

0.25

75.0

0

0

35

#N/A

36

36

50.0

2.073

45.69

4.33

46.13

0.47

94.7

0

0

36

#N/A

37

#N/A

0.728

46.59

#N/A

46.13

0.47

33.9

#N/A

#N/A

37

#N/A

38

#N/A

0.711

47.06

#N/A

46.13

0.47

33.4

#N/A

#N/A

38

#N/A

39

#N/A

0.907

47.52

#N/A

46.13

0.47

43.1

#N/A

#N/A

39

#N/A

40

#N/A

0.868

47.99

#N/A

46.13

0.47

41.6

#N/A

#N/A

40

#N/A

41

#N/A

0.974

48.45

#N/A

46.13

0.47

47.2

#N/A

#N/A

41

#N/A

42

#N/A

0.883

48.92

#N/A

46.13

0.47

43.2

#N/A

#N/A

42

#N/A

43

#N/A

0.708

49.38

#N/A

46.13

0.47

34.9

#N/A

#N/A

43

#N/A

44

#N/A

0.483

49.85

#N/A

46.13

0.47

24.1

#N/A

#N/A

44

#N/A

45

#N/A

0.852

50.31

#N/A

46.13

0.47

42.9

#N/A

#N/A

45

#N/A

46

#N/A

1.160

50.78

#N/A

46.13

0.47

58.9

#N/A

#N/A

46

#N/A

47

#N/A

1.653

51.24

#N/A

46.13

0.47

84.7

#N/A

#N/A

47


Here is a quick summary of how to interpret the output cells.  Total dollar value used per year is annual usage in units times the unit price.  The number of orders is the annual usage in units divided by the EOQ.  Total ordering cost is number of orders times cost per order.  Total holding cost is average investment times the holding rate.  Average investment is half the EOQ times the unit price.  Number of days supply per order is 250 divided by the number of orders.  The EOQ, or number of units per order is the standard formula:


EOQ  =  [(2 x annual usage x cost per order)/(unit price x holding rate)]1/2
Why don't we include the purchase cost of the inventory in this calculation?  It is not a variable cost.  We have to purchase the inventory in any event.  The problem is to minimize those costs that vary with the quantity purchased at one time.

If you are uncertain about the input values to the EOQ, do sensitivity analysis by using a range of different values.  For example, at Rebel, management felt that the actual order cost was somewhere in the range of $20 to $30.  This gives a range of order quantities from 7 to 9 units, so the 8-unit EOQ looks reasonable.  Rebel was also concerned about the holding rate.  Estimates in the range of .10 to .15 were tested, using an order cost of $25.  Again, the EOQ varied in the range 7 to 9 units.  Click on the graph tab in the EOQ workbook for another view of cost sensitivity.  The graph shows variable costs versus the number of orders placed per year.  The total cost curve is relatively flat in the region of the EOQ (5 orders per year).

When the holding cost is expressed as dollars per unit per year rather a rate, an alternative model is available for computing the EOQ (columns F – I in Figure 3-1).  Note that the unit price is not necessary in this alternative model. 

3.2  EOQ with backorders (EOQBACK)

Backorders are common in inventories held for resale to customers.  The EOQ model can be modified to handle backorders by including one more cost, the cost per unit backordered.  This cost is extremely difficult to assess.  In theory, the backorder cost should include any special cost of handling the backorder, such as the use of premium transportation, and any cost associated with loss of customer goodwill.  As a surrogate for the true backorder cost, most companies use the profit per unit.

The backorder model has been employed for some time by the Ryan Expressway Nissan dealership in Freeport, Texas.  Figure 3-2 is an analysis of inventory policy for the Nissan Maxima SE, which costs Ryan $17,400.  Ryan sells about 120 SEs per year.  Order cost (primarily transportation) is $225 per unit.  Ryan's holding rate is .1875 of average inventory value.  As a backorder cost, Ryan uses profit per unit, which averages $730.  The model tells Ryan to order an EOQ of 9.51 or about 10 cars.  Backorders build up to about 7.77 cars by the time each EOQ arrives, and the average number on backorder during the order cycle is 3.18.  Total variable cost is $5,675.59.

The formula for the EOQ with backorders is:

EOQ with backorders  = {[(2 x annual usage x cost per order)/(holding cost)] x




      [(holding cost + backorder cost)/(backorder cost)]}1/2
The holding cost is unit price times the holding rate.  Note that the square root is taken for the entire quantity inside the curly brackets.

In the worksheet, enter a backorder cost of zero for an EOQ of 4.07, with total costs of $13,273.09.  This is the same result as the standard EOQ model.  Now, enter the backorder cost of $730.  This increases the EOQ to 9.51, and total costs are reduced to $5,675.59.

Why did total costs go down?  The last term in the equation above forces the backorder model to yield a smaller order quantity and therefore a smaller average inventory than the standard EOQ.  In this example, average inventory goes down to almost nothing (0.16 cars) because as soon as the EOQ arrives, we use most of it to fill backorders.  Of the 9.51 cars in the EOQ, 7.77 go to fill backorders, leaving less than two cars in stock.

The backorder model works well for Ryan because financing the inventory is so expensive.  It is much less expensive to incur backorders and fill them when the EOQ arrives than it is to hold inventory.  Of course, this is a risky policy and the backorder model must be used with caution.  The model assumes that customers are willing to wait on backorders and are not lost to the company.  If customers are lost, then the model is inappropriate.  There are other models that account for lost customers but they are rarely used in practice because of the risks involved.

Figure 3-2

[image: image10.wmf]1

2

3

4

5

6

7

8

9

10

11

12

13

14

15

16

17

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32

33

A

B

C

D

E

F

G

H

I

EOQ.XLS

ECONOMIC ORDER QUANTITY

INPUT:

INPUT:

 Annual usage in units

40

 Annual usage in units

40

 Unit price

$250.00

 Cost per order

$25.00

 Cost per order

$25.00

 Holding rate

0.125

 Annual holding cost per unit

$31.25

 Working days per year

250

 Working days per year

250

OUTPUT:

OUTPUT:

Total dollar value used per year

$10,000.00

Number of orders per year

5

Number of orders per year

5

Total ordering cost per year

$125.00

Total ordering cost per year

$125.00

Total holding cost per year

$125.00

Total holding cost per year

$125.00

Total variable cost per year

$250.00

Total variable cost per year

$250.00

Average inventory investment $

$1,000.00

Average inventory investment units

4

Number of days supply per order

50

Number of days supply per order

50

EOQ in units of stock

8

EOQ in units of stock

8

EOQ in dollars

$2,000.00

Nbr orders

Order cost

Holding cost

Total var cost

1

$25.00

$625.00

$650.00

2

$50.00

$312.50

$362.50

3

$75.00

$208.33

$283.33

4

$100.00

$156.25

$256.25

5

$125.00

$125.00

$250.00

6

$150.00

$104.17

$254.17

7

$175.00

$89.29

$264.29

8

$200.00

$78.13

$278.13

9

$225.00

$69.44

$294.44

10

$250.00

$62.50

$312.50

HOLDING COST EXPRESSED AS RATE

HOLDING COST IN DOLLARS


Some companies refuse to accept the idea that any specific cost is incurred for backorders.  However, these companies still use the model in Figure 3-2 as a means of determining the EOQ that will yield some target number of backorders.  This is done by treating the backorder cost as a control knob.  We turn the knob until the target number of backorders is reached.  In Ryan's case, what backorder cost should be employed to have only 2 cars on backorder when the EOQ arrives?  The answer is $5,200.  Enter this value in the model and you get 2 cars on backorder, with an EOQ of 5.19.  This represents about a 13-day supply of cars, compared to about 24 days with a backorder cost of $730.

If holding costs are stated in dollar terms use the alternate model in Figure 3-2.  You can repeat this example using a holding cost of $3,262.50, which is the holding rate of .1875 x the unit price of $17,400.


3.3  EOQ with quantity discounts (EOQDISC)
Many companies blindly purchase in large quantities to get discount prices without considering all the tradeoffs involved.  The costs may well outweigh any savings in purchase price.  The EOQDISC model helps you analyze quantity discount offers and make better purchasing decisions.

In Figure 3-3, the Bellaire Printing Company in Bellaire, Texas, uses 1,000 drums of binding glue per year.  Up to 499 drums can be purchased at a price of $50 per drum.  For 500 or more drums the price is $48.  At first glance, this is a good deal because savings in purchase costs are $2,000 per year (1,000 drums x $2 discount).  But when total costs are considered, the discount plan costs the company more.

EOQDISC first computes the economic order quantity at standard price.  This is shown in cell B11 and rounded up to the nearest integer in cell B12.  Next, the model computes the holding cost of the inventory.  The dollar value of an order is computed in cell B14.  Just after an order is received the entire order is on hand.  When all stock is consumed, inventory is zero.  Thus average inventory on hand is estimated at half the order value.  The annual holding cost is the holding rate times average inventory or $463.75.

Another cost is associated with purchasing the item.  The number of orders per year is 18.87, obtained by dividing the annual usage by the order quantity.  It costs $25 to process an order, so the annual purchasing cost is 18.87 x $25 = $471.70.  The final cost is for the item itself.   Multiplying the unit price times the annual usage yields $50,000.00.  Finally, the sum of holding, purchasing, and item costs is $50,935.45.

Figure 3-3
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EOQBACK.XLS

EOQ WITH BACKORDERS

INPUT:

INPUT:

 Annual usage in units

120

 Annual usage in units

120

 Unit price

$17,400.00

 Cost per order

$225.00

 Cost per order

$225.00

 Holding rate

0.1875

 Annual holding cost per unit

$3,262.50

 Backorder cost per unit

$730.00

 Backorder cost per unit

$730.00

 Working days per year

300

 Working days per year

300

OUTPUT:

OUTPUT:

 Order quantities:

 Order quantities:

    EOQ in units

9.51

    EOQ in units

9.51

    Number of days supply per order

23.79

    Number of days supply per order

23.79

    EOQ in dollars per order

$165,551.04

 Backorder cost:

 Backorder cost:

   No. of units backordered when the EOQ arrives

7.77

   No. of units backordered when the EOQ arrives

7.77

   Average units backordered

3.18

   Average units backordered

3.18

   Annual backorder cost

$2,318.93

   Annual backorder cost

$2,318.93

 Ordering cost:

 Ordering cost:

   No. of orders per year

12.61

   No. of orders per year

12.61

   Annual ordering cost with backorders

$2,837.80

   Annual ordering cost with backorders

$2,837.80

 Holding cost:

 Holding cost:

   Average inventory

0.16

   Average inventory

0.16

   Annual holding cost with backorders

$518.87

   Annual holding cost with backorders

$518.87

 Total annual cost:

 Total annual cost:

   Backorder cost + ordering cost + holding cost

$5,675.59

   Backorder cost + ordering cost + holding cost

$5,675.59

HOLDING COST EXPRESSED AS RATE

HOLDING COST IN DOLLARS


The same analysis is performed for the discount plan in column C.  The trial EOQ turns out to be 54.55 units, too small to get the discount, so the order quantity is rounded up to the minimum that must be purchased.  The result is a total cost of $52,250, about 2.5% more than the total cost at standard price.

Now let's do some sensitivity analysis.  Suppose that you are uncertain about the cost per order.  Try a cost per order of $50 and see what happens.  You get annual costs of $51,322.89 at the standard price and $52,300 at the discount price.  Now try an ordering cost of $10.  The costs are $50,591.62 at the standard price and $52,220 at the discount price.  Thus, even if the ordering cost is wrong by a wide margin, you should not take this discount.  You may also be uncertain about the annual usage or the holding cost per dollar.  Again, sensitivity analysis of these factors is easy to do.

If you are in a position to bargain with the vendor on prices, use EOQDISC to find the breakeven price.  This is the price at which you are indifferent about taking the discount because the annual costs for the standard price and the discount price are the same.  You can use the breakeven price as the starting point for negotiating a better discount plan, one that benefits both vendor and customer.  A little experimenting with EOQDISC shows that $46.79 (a 6.4% discount) is the breakeven price.  If you want to check this result, don't forget to reset the ordering cost to $25.  With this discount, total costs are about the same for both standard and discount prices.

Vendors sometimes offer several different price/quantity plans, so EOQDISC is set up to evaluate four discount plans at once.  To analyze a new problem, the first step is to make new entries in the input data cells in column B for the standard price plan.  Data for annual usage, cost per order, and holding rate are common to all plans, so formulas automatically repeat this information in columns C - F.  Now enter unit prices and minimum order quantities.  When data entry is complete, the total cost per year is automatically displayed in row 21.

EOQDISC requires input of the holding rate rather than holding cost in dollars.   You can convert to a holding rate by dividing the holding cost in dollars by the unit price.

3.4  EOQ for production lot sizes (EOQPROD)
Alvin Air Systems in Alvin, Texas, produces repair and maintenance items for commercial air conditioning systems.  Alvin cannot use the standard EOQ for determining production lot sizes.  One problem is that the standard EOQ assumes that an order quantity or lot of material is received all at once.  At Alvin, most production lots take some time to complete and parts are placed in stock on a daily basis until the run is over.  A related problem is that substantial sales usually occur before the run is over.  To solve these problems, Alvin uses the modified EOQ model in Figure 3-4.  The data are for a rubber seal used in water pumps.  Usage (sales) is 5,000 units per year at a price of $8.00 each.  Setup cost, the cost of cleaning supplies and the labor time to prepare the equipment, is $125 per run.  Alvin uses a holding rate of .20.  Sales occur at an average rate of 20 units per day, while 100 units per day are produced.  The output section shows that maximum investment is $6,324.56 but the EOQ in dollars is $7,905.69.  Why?  The EOQ must be larger than maximum investment to account for sales made during the production run.  The formula for the EOQ with production lot sizes is:

EOQ for production lots = {(2 x annual usage x cost per order)/



         
        [(unit price x holding rate) x (1 - sales rate/production rate)]}1/2
The formula is the same as the standard EOQ except that the denominator of the fraction includes the term (1 - sales rate / production rate).  This term inflates the EOQ to account for sales during the production run.
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EOQDISC.XLS

EOQ WITH QUANTITY DISCOUNTS

Standard

Discount

Discount

Discount

Discount

INPUT:

price

plan 1

plan 2

plan 3

plan 4

 Annual usage in units

1,000

1,000

1,000

1,000

1,000

 Unit price

$50.00

$48.00

#N/A

#N/A

#N/A

 Cost per order

$25.00

$25.00

$25.00

$25.00

$25.00

 Holding rate

0.3500

0.3500

0.3500

0.3500

0.3500

 Min. order qty. to get discount

0

500

#N/A

#N/A

#N/A

OUTPUT:

 Trial order quantity

53.45

54.55

#N/A

#N/A

#N/A

 Final order quantity

53

500

#N/A

#N/A

#N/A

 Holding cost:

   Dollars in one order

$2,650.00

$24,000.00

#N/A

#N/A

#N/A

   Average inventory in dollars

$1,325.00

$12,000.00

#N/A

#N/A

#N/A

   Annual carrying cost

$463.75

$4,200.00

#N/A

#N/A

#N/A

 Purchasing cost:

   Number of orders per year

18.87

2.00

#N/A

#N/A

#N/A

   Annual purchasing cost

$471.70

$50.00

#N/A

#N/A

#N/A

Cost of the inventory item:

$50,000.00

$48,000.00

#N/A

#N/A

#N/A

Total cost per year:

$50,935.45

$52,250.00

#N/A

#N/A

#N/A

Figure 3-4

3.5  Reorder points and safety stocks (ROP)
When demand is uncertain, inventory investment from the EOQ model should be supplemented with safety stock.  ROP (Figure 3-5) is a worksheet used to compute safety stocks and reorder points (ROPs) at Channelview Inspection Company, a Houston-area firm that performs a variety of inspection, testing, and cleaning operations on pipe destined for use in oil and gas fields.  The ROP model helps manage the maintenance parts and supplies used in this work.  Look first at Part A.  The data are for wire brushes used to clean the interior of pipe joints.  Since work is delayed when brushes are out of stock, management wants no more than a 10% probability of shortage.  About 2,000 brushes are used per year.  The EOQ, or order quantity, is 200 units and leadtime demand averages 166.7 units.  Since the volume of pipe received from customers varies, there is variation in leadtime demand, with a standard deviation of 60 units.  Leadtime is 1 month and the length of the forecast interval (the time period covered by the forecast) is also 1 month.

When the stock of brushes falls to a certain level, called the reorder point, or ROP, we should reorder the EOQ of 200 units.  This level should cover expected leadtime demand plus enough safety stock to give a 10% chance of shortage before the order arrives.  The ROP is 243.6 units in cell D21.  Let's work through the input and output cells to see how this value is determined.  First, leadtime demand is defined as the total inventory usage expected to occur during a stock replenishment cycle.  This cycle is measured from the time the replenishment order is released until it is received.  The standard deviation is a measure of variation in leadtime demand.  If there is no variation, the standard deviation is zero.  As the standard deviation increases, demand becomes more uncertain, and we need more safety stock.

The standard deviation of leadtime demand may be known or it may have to be estimated from a forecasting model.  The square root of the MSE of the forecast errors from one of the smoothing models in Chapter 2 is an approximate standard deviation of leadtime demand if leadtime is one time unit (week, month, or quarter).  That is, the MSE in the smoothing models is always computed for 1-step-ahead forecasts.  When the number of time periods in leadtime and the number of periods used to compute the standard deviation do not match, the standard deviation must be adjusted.  This is done in cell D18 by multiplying the standard deviation by the square root of (D13/D14) or (periods in leadtime)/(periods used in standard deviation).

Now we need to determine the number of adjusted standard deviations that should be used in safety stock.  Cell D19 contains a formula that is equivalent to a table lookup from the normal distribution.  This cell uses the probability in cell D8 to determine the number of standard deviations (often called a Z-score) needed to meet that probability target.  Safety stock in cell D20 is the number of standard deviations times the size of the adjusted standard deviation.  The ROP in D21 is the level of stock at which a new order is placed:  the sum of leadtime demand plus safety stock.

Figure 3-5
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EOQPROD.XLS

EOQ FOR PRODUCTION LOT SIZES

HOLDING COST EXPRESSED AS RATE

HOLDING COST IN DOLLARS

INPUT:

INPUT:

 Annual usage in units

5,000

 Annual usage in units

5,000

 Unit price

$8.00

 Annual holding cost per unit

$1.60

 Setup cost per run

$125.00

 Setup cost per run

$125.00

 Holding rate

0.20

 Sales rate in units per day

20

 Sales rate in units per day

20

 Production rate in units per day

100

 Production rate in units per day

100

 Working days per year

250

 Working days per year

250

OUTPUT:

OUTPUT:

 Total dollar value used per year

$40,000.00

 Number of production runs per year

5.06

 Number of production runs per year

5.06

 Total ordering cost per year

$632.46

 Total ordering cost per year

$632.46

 Total holding cost per year

$632.46

 Total holding cost per year

$632.46

 Total variable cost per year

$1,264.91

 Total variable cost per year

$1,264.91

 Average inventory investment

$3,162.28

 Average inventory investment (units of stock)

395.28

 Maximum inventory investment

$6,324.56

 Maximum inventory investment (units of stock)

790.57

 Number of days supply per run

49.41

 Number of days supply per run

49.41

 Number of days required to produce EOQ

9.88

 Number of days required to produce EOQ

9.88

 Number of units per run (EOQ)

988.21

 Number of units per run (EOQ)

988.21

 Number of dollars per run (EOQ$)

$7,905.69


Given this ROP, we can compute several measures of performance for the inventory of brushes. There are 10 orders per year (annual demand divided by the size of the order quantity).  This is also the number of leadtimes each year, so 10 leadtimes times a 10% probability of shortage on 1 leadtime equals 1 expected shortage per year in cell D24.  Average inventory investment in D25 includes two components:  half the order quantity plus all of the safety stock.  The reasoning for counting half the order quantity in average investment is explained in section 3.1.  Why do we count all of the safety stock?  Sometimes demand will be less than expected and we will have safety stock left over following a leadtime.  Sometimes demand will be greater than expected and we will use up all safety stock.  So we count all of the safety stock in average inventory investment.  The maximum inventory investment that should be on hand at one time occurs just after an order is received.  The maximum is the sum of order quantity plus safety stock.  Finally, cell D27 indicates that about 1.4% of annual sales units will be on backorder at any given time.

Part B of the model is similar to Part A except that the management goal is stated in terms of the number of shortages per year.  When the items in an inventory are ordered different numbers of times each year, Part B can be used to assign safety stocks such that each item runs out of stock the same number of times.  For example, suppose that one item is ordered 10 times per year and another is ordered 30 times.  If each has a 10% probability of shortage, the first item will run out of stock once per year and the second will run out 3 times.  You can use Part B to assign safety stocks so that each item has the same number of shortages.  Part C is used when you want to check the shortage protection provided by some predetermined level of safety stock.  Part D is used when you want to meet a goal for the percentage of annual sales backordered.

To solve your own problem in the ROP model, replace the input cells with your own entries.  One potential complication is that some companies compute the MAD of the forecast errors rather the standard deviation.  For the normal distribution, the standard deviation is approximated by 1.25 times the MAD.  Multiply the MAD by 1.25, enter the result as the standard deviation, and you can use the ROP worksheet as is.  Another complication is that it is possible to meet a goal for the percentage of sales backordered using "negative safety stocks," by purposely running out of stock.  Negative safety stocks are impractical in my opinion and the formulas in ROP do not work with them.  If negative safety stocks occur in ROP, treat the results as an indication of an error in your input data.
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4.1     MRP inventory plan (MRP1)
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4.2     Period-order-quantity (POQ)
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MRP1 develops detailed inventory plans for individual items for up to 20 weeks into the future.  In MRP systems, demand for component parts tends to be "lumpy," that is discontinuous and nonuniform, with frequent periods of zero demand.  The POQ  model is an alternative lot-sizing model for coping with lumpy demand.

4.1  MRP inventory plan (MRP1)
MRP1 computes weekly net requirements for an inventory item for up to 20 weeks in the future.  The model then schedules planned order releases and receipts to satisfy those requirements.  Leadtimes can range from 0 to 6 weeks.  MRP1 can handle a variety of practical complications in inventory planning, such as units previously allocated to specific future production runs, previously scheduled order receipts, lot sizing, safety stocks, and yields which are less than 100% of production quantities.

Figure 4-1 shows a complete inventory plan for drive shaft X552-6, part of a hoist assembly manufactured by Houston Oil Tools.  The leadtime to produce X552-6 is presently 1 week.  Management is considering rebuilding one of the three machine tools used to produce X552-6.  For the next several months, leadtime will increase to at least 2 weeks while the machine is out of service.  Can we still meet the gross requirements in Figure 4-1 with a leadtime of 2 weeks?

To answer this question, let's review the logic behind MRP1.  The beginning inventory is 50 units, with 20 units allocated to future production.  Thus the initial inventory available is 50 - 20 = 30 units.  The lot size for this item is 100 units and 50 units are maintained in safety stock.  Past experience shows that the yield is 98%;  that is, for every 100 units produced, only 98 are of acceptable quality.  Gross requirements for the shaft are shown in row 11.  The company uses a planning horizon of 8 weeks, so the cells for weeks 9-20 contain 0 in row 11.  Row 12 is reserved for any previously scheduled receipts from earlier inventory plans.

Projected inventory on hand at the beginning of each week is computed as follows:  (inventory on hand last week) - (gross requirements last week) + (planned order receipts last week) + (scheduled receipts this week).

Net requirements in row 16 are:  (gross requirements this week) + (safety stock) - (inventory on hand at the beginning of this week).  Net requirements cannot be negative in MRP1.  If this formula results in a negative value, the model resets net requirements to zero.

Planned order receipts in row 17 are computed to satisfy all net requirements.  If the lot size in cell F6 is entered as 1 (indicating lot-for-lot ordering), planned order receipts are equal to net requirements.  Otherwise, net requirements take into account the lot size.  If cell F7 is set to 1, net requirements are converted to planned order receipts by rounding up to the nearest even multiple of the lot size.  For example, the net requirement of 215 units in week 3 rounds up to a planned order receipt of 300 units.

Figure 4-1
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ROP.XLS

   REORDER POINT (ROP) CALCULATOR

   PART A:

   PART B:

   What ROP will meet a target

   What ROP will meet a target

   

probability

 of shortage?

   

number

 of annual shortages?

INPUT:

INPUT:

 Probability of shortage

10.0%

 No. of annual shortages

1.0

 Annual demand

2,000.00

 Annual demand

2,000.00

 Order quantity

200.00

 Order quantity

200.00

 Demand during leadtime

166.70

 Demand during leadtime

166.70

 Std. dev. value

60.00

 Std. dev. value

60.00

 No. periods in leadtime

1.0

 No. periods in leadtime

1.0

 No. periods of demand

1.0

 No. periods of demand

1.0

 used to compute std. dev.

 used to compute std. dev.

OUTPUT:

OUTPUT:

 Adjusted std. dev. value

60.0

 Adjusted std. dev. value

60.0

 No. of std. devs. (Z)

1.3

 No. of std. devs. (Z)

1.3

 Safety stock

76.9

 Safety stock

76.9

 ROP

243.6

 ROP

243.6

 No. of annual orders

10.0

 No. of annual orders

10.0

 No. of annual shortages

1.0

 Average investment

176.9

 Average investment

176.9

 Maximum investment

276.9

 Maximum investment

276.9

 % ann. sales backordered

1.4%

 % ann. sales backordered

1.4%

 Probability of shortage

10.0%

   PART C:

    PART D:

   What shortage values result

  What ROP will meet a target %

   from a given safety stock?

  of annual sales backordered?

INPUT:

INPUT:

 Safety stock

76.9

 % sales backordered

1.4%

 Annual demand

2,000.00

 Annual demand

2,000.00

 Order quantity

200.00

 Order quantity

200.00

 Demand during leadtime

166.70

 Demand during leadtime

166.70

 Std. dev. value

60.00

 Std. dev. value

60.00

 No. periods in leadtime

1.0

 No. periods in leadtime

1.0

 No. periods of demand

1.0

 No. periods of demand

1.0

 used to compute std. dev.

 used to compute std. dev.

OUTPUT:

OUTPUT:

 Adjusted std. dev. value

60.0

 Adjusted std. dev. value

60.0

 No. of std. devs. (Z)

1.3

 No. of std. devs. (Z)

1.3

 Safety stock

76.9

 ROP

243.6

 ROP

243.6

 No. of annual orders

10.0

 No. of annual orders

10.0

 No. of annual shortages

1.0

 No. of annual shortages

1.0

 Average investment

176.9

 Average investment

176.9

 Maximum investment

276.9

 Maximum investment

276.9

 % ann. sales backordered

1.4%

 Probability of shortage

10.0%

 Probability of shortage

10.0%


Some companies treat the lot size as a minimum and do not round up to the nearest even multiple.  Net requirements less than the minimum lot size are rounded to that lot size;  net requirements that exceed the minimum lot size are left alone.  For example, if you enter 2 in cell F7, the net requirement of 215 is not rounded and the quantity is simply used as is.

Planned order releases are offset by the length of the leadtime and adjusted by the yield percentage.  The planned order receipt of 300 units in week 3 must be released in week 2 since the leadtime is 1 week.  Furthermore, we expect only 98% of total units to be acceptable, so the quantity must be increased by the factor (1/yield percentage).  Thus we have to produce 306 units to get 300 of acceptable quality.

In the area below the schedule, error messages are displayed if leadtime is inadequate to satisfy a net requirement.  To see how this works, enter a leadtime of 2 in cell K6.  The planned order releases shift to the left by one week and you get the following message: "Not enough leadtime to meet net rq. in week 2."  Houston Oil Tools must adjust the master schedule that generated the gross requirements or find some other way to avoid the leadtime problem.  The model automatically checks the first 6 weeks of the schedule for leadtime problems.  You will also get an error message if leadtime is less than zero or greater than 6 weeks.

Now let's try another experiment.  Change the leadtime back to 1, then change the gross requirement in week 1 to 100.  This produces 2 error messages:  "Not enough leadtime to meet net rq. in week 1" and "Net rq. due only to safety stock in week 1."  The net requirement of 45 units has nothing to do with meeting the production schedule.  Instead it merely keeps safety stock at required levels.  In this example, Houston Oil Tools reset the safety stock in cell K8 to 0 to avoid generating artificial requirements.

To solve a new problem, enter the input data requested in F3..F7 and K6..K8.  Next, enter gross requirements and scheduled receipts in rows 11 and 12.

MRP1 makes it easy to do a great deal of what-if analysis.  A common problem in lot-sizing is that it frequently leads to carrying excess stock during periods of low demand.  You can attempt to minimize excess stock by trying different lot sizes.  If leadtimes are uncertain, you can add "safety leadtime" by trying larger leadtime values.  If yields are uncertain, you can decrease the yield percentage.  Another option is the POQ model in the next section.

4.2  Period-order-quantity (POQ)
Production economics may dictate the use of lot-sizing in MRP systems but the EOQ rarely works very well.  The problem is that the EOQ is based on the assumption that demand is continuous and uniform.  In MRP systems, demand for component parts tends to be "lumpy," that is, discontinuous and nonuniform, with frequent periods of zero demand.  When the EOQ is applied to lumpy demand, lot sizes usually don't cover whole periods of demand.  The result is that unnecessary inventory is often carried during the periods following the receipt of a lot.  This unnecessary inventory is called "remnants" because it is left over from previous lots.  The period-order-quantity (POQ) model was designed to avoid remnants and give lower costs with lumpy demand.

Houston Oil Tools has noticed a remnant problem with pulley assembly number A333-7, as shown in the lot-sizing worksheet in Figure 4-2.  Demand over the 8-week planning horizon for this item is 825 units.  Demand varies drastically, with no demand at all during weeks 2 and 5.  The EOQ is 194 units, with receipts in weeks 1, 3, 6, and 8.  Relatively large stocks are carried every week during the planning horizon.

The logic behind the POQ is straightforward.  As in the EOQ, the aim is to balance ordering and holding costs, but we order only in whole periods of demand.  To determine the number of periods to order, the first step is to compute the EOQ quantity.  Next, we determine the average number of periods of demand covered by the EOQ.  In Figure 4-2, average weekly demand is 103.1 units.  The EOQ is 194, so it covers an average of 194/103.1 = 1.9 weeks of demand.  This rounds to an "economic order period" of 2 weeks, meaning that we always order 2 whole weeks of demand at a time.  Demand for the first 2 weeks is 100 units.  25 are on hand at the beginning, so we order 75 units in week 1.  There is no remnant to carry over to week 2.  Contrast this to the EOQ policy.  The 194 units received in week 1 result in a remnant of 119 units carried to week 2.  Using the POQ, we don't order again until demand occurs in week 3.  Demand for the next 2 weeks (weeks 3 and 4) is 225 units, so we order exactly that amount, and so on.

Costs for each model are computed as follows.  Ordering cost is the cost per order in cell D8 times the number of orders placed.  Holding cost is the cost per unit per week times the sum of the ending inventory balances.  Total costs are the sum of ordering and holding costs.  In this problem, the POQ makes a significant reduction in total cost because there are only two periods in which any inventory at all is carried.  Contrast this to the EOQ, which carries inventory every period.

To analyze a new problem, complete the input cells in the top section of the worksheet.  You must specify the number of weeks of demand in the planning horizon in cell D10.  Any demand beyond that point is ignored.  In row 16, enter demand for up to 20 weeks. The demand can be a file of net requirements extracted from the MRP1 worksheet.

Figure 4-2
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MRP1.XLS

MRP INVENTORY RECORD

Item identifier

x552-6

Beginning inventory

50

Units allocated

20

Lot size (use 1 for L4L)

100

Leadtime in weeks

1

Use even multiples of

1

Yield percentage

98.0%

lot size? (1=yes, 2=no)

Safety stock

50

Week

1

2

3

4

5

6

7

8

Gross requirements

50

100

220

175

0

190

120

120

Scheduled receipts

75

0

0

0

0

0

0

0

Projected inventory at:

 beginning of week

30

105

55

55

135

60

60

70

50

 end of week

55

55

135

60

60

70

50

130

Net requirements    

0

95

215

90

0

180

100

120

Planned order receipt

0

100

300

100

0

200

100

200

Planned order release

102

306

102

0

204

102

204

0

Leadtime messages:

None

Safety stock messages:

None
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5.1     Aggregate production planning (APP)
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5.2     Run-out time production planning (RUNOUT)
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5.3     Learning curves (LEARN)
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APP is a strategic planning model that helps management develop targets for aggregate production and inventory quantities, work force levels, and overtime usage for up to 12 months ahead.  RUNOUT is a tactical model that balances production for a group of stock items, usually on a weekly basis.  The aim is to give each item in the group the same run-out time, defined as the number of weeks stock will last at current demand rates.  LEARN is a tool for projecting costs or production hours per unit as cumulative production increases.

5.1  Aggregate production planning (APP)
Aggregate production planning is the process of determining (1) the timing and quantity of production, (2) the level of inventories, (3) the number of workers employed, and (4) the amount of overtime used for up to 12 months ahead.  Production and inventories are stated in overall or aggregate quantities, such as number of automobiles without regard to model or color or number of pairs of shoes without regard to style or size.  Cost minimization is rarely the only goal in aggregate planning.  Other considerations, such as stability of the workforce and maintenance of adequate inventory levels, are usually just as important.

The APP worksheet in Figure 5-1 was developed for Alief Precision Arms, a company that manufactures high-quality replicas of the Colt Single-Action Army revolver and several other Colt revolvers from the nineteenth century.  The first step in using APP is to complete the input cells at the top of the worksheet.  Alief has a current work force of 121 people.  If we choose to operate with a level work force, the trial value is 190 people.  There are 970 revolvers of various models in stock.  On average, 20 man-hours are required to produce a revolver.  The normal workday is 8 hours.  On average, holding costs are $5.00 per unit per month.  To hire a new worker, including paperwork and training, costs $975.  Layoff cost is $1,280 per worker.  The company pays $8.90 per hour for regular time and $13.35 for overtime.  The shortage cost per unit of $82.50 is lost profit.  Inventory costs are computed based on the average of the beginning and ending inventories for a month.

The second step in APP is to complete the data required in range B37..C48:  the number of work days available and the demand forecast by month.  Demand is stated as the number of revolvers without regard to model.

Now we are ready to experiment with production plans.  The first option is a chase strategy in which production is equal to demand each month, with the work force adjusted monthly though hires and layoffs.  Select Ctrl – Shift – S to produce the chase strategy shown in Figure 5-1.  Production rates are calculated in columns G and H.  The number of workers required by the production rates is calculated in column F.  This is done using the hours per unit in cell E8 and the length of the workday in E9.  If overtime is necessary, daily hours per worker and total hours for the month are computed in columns I and J.  Hires and layoffs in columns K and L are based on the workers actually used in column E.  For the chase strategy, we use only the number of workers required, with no overtime.  Columns M - Q calculate inventory data for the plan.  Inventory is constant throughout the chase strategy.  

The cost of the chase strategy is $4,557,618.  Under the workforce change columns, notice that 70 workers are hired immediately but they are gradually laid off over the next few months.  Then we hire new workers monthly during months 5-9 only to endure layoffs again in months 10-12.  Click on the first graph tab to see a plot of cumulative demand, cumulative production, end-of-month inventory, and monthly production.
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POQ

Economic order quantity (EOQ) vs. Period order quantity (POQ)

Maximum planning horizon of 20 weeks

Leadtime assumed zero: Offset quantities received by leadtime if necessary.

In the EOQ model, if demand > inv. OH + EOQ, the order quantity is set equal to demand - inv. OH.

INPUT:

OUTPUT:

Holding cost per week

$0.15

Total demand during planning horizon

825

Order (setup cost)

$27.50

Average weekly demand

103.1

Beginning inventory OH

25

EOQ in units of stock

194

Planning horizon in weeks

8

Number of weeks covered by EOQ

1.9

Economic order period for POQ

2

EOQ Total Cost

$228.65

POQ Total Cost

$18.75

Week number

1

2

3

4

5

6

7

8

9

Demand in units

100

0

175

50

0

125

75

300

0

Cumulative demand

100

100

275

325

325

450

525

825

825

EOQ:

Inv. OH beginning of week

25

119

119

138

88

88

157

82

0

Qty. received during week

194

0

194

0

0

194

0

218

0

Inv. OH end of week

119

119

138

88

88

157

82

0

0

POQ:

Inv. OH beginning of week

25

0

0

50

0

0

75

0

0

Qty. received during week

75

0

225

0

0

200

0

300

0

Inv. OH end of week

0

0

50

0

0

75

0

0

0

Figure 5-1

Another option is to level production over the planning horizon using Ctrl – Shift – P.  This plan builds inventory to meet peak demand and is less expensive, with total costs of $4,318,930.  End-of-month inventory builds to a peak of 3,525 units in month 5 and then gradually declines as we work though the peak season.  The work force is more stable, although there are layoffs in months 2, 5, and 12.  The layoffs in months 2 and 5 are relatively small although the layoff in month 12 is about 15% of the work force.  

A refinement on the P macro is to use two level production rates with Ctrl – Shift – T.  For the first 6 months, we produce at the average demand rate for the first half of the year.  During the last 6 months, we switch to the average demand rate for the last half of the year.  This is cheaper still, with total costs of $4,289,004.  Compared to the single level production rate, inventories are lower and the work force is more stable.

We can also operate with a level work force of 190 people, with production equal to demand and overtime used as necessary.  Select Ctrl – Shift – W to generate this plan.  Total cost is only $3,534,531 but there is substantial overtime during the last half of the year, over 5 hours per worker per day in months 8 and 9.  It might make sense to increase the level work force in cell E6.  Change E6 to 210 workers and run the macro again.  This increases costs to $3,912,879 but cuts the overtime burden substantially.

You can fine-tune this or any other plan by changing the actual units produced and actual workers used in columns D and E.   If actual units produced in column D exceed regular time units in column G, the model automatically makes two adjustments:  (1) the number of workers required is recomputed in column F, and (2) the model applies overtime as necessary to make up the difference between total units produced and those produced on regular time.

APP is a flexible model that can deal with a variety of complications in aggregate planning:  (1)  What if you don't like any of the plans?  Enter your own choices month-by-month for total units produced and workers actually used.  (2)  What if you want to plan for less than 12 months?  For example, suppose you want to plan for 6 months.  Enter 0 in all unused cells (B43..E48) for days available, demand in units, actual units produced, and actual workers used.  The model stops all calculations after month 6.  The graph will look a little strange because production, demand, and inventory will fall to 0 in month 7.  (3)  What if you must maintain a minimum inventory level each month?  Check the list of inventory values in column N.  If any value falls below the minimum, increase total production in columns G and H as necessary.  (4)  What if the ending inventory for the plan must hit a target value?  Again, adjust the production in columns G and H as necessary.  (5)  What if there is some limit on the amount of overtime worked per month, either in total or per worker?  Check columns I and J for problems, then decrease production in columns G and H or increase the number of workers actually used in column F.  The model will automatically hire new workers if necessary.

5.2  Run-out time production planning (RUNOUT)
Brookshire Cookware, Inc., in Brookshire, Texas, produces a line of 7 different pots and pans. All component parts are imported from Mexican suppliers and assembled and packaged in the Brookshire plant.  Production planning is done weekly as demand forecasts are updated.  For some time, Brookshire has had trouble maintaining a balanced inventory;  some items run out of stock every week, while others are in excess supply.

The model in Figure 5-2 was recently implemented at Brookshire to help balance production.  The aim is to give each inventory item the same run-out time, defined as the number of weeks the inventory will last at current demand rates.  Of course, the demand forecasts change weekly, so run-out time is updated weekly.  Management controls the model by specifying the number of hours to be worked next week on stock production in cell F4.  Other inputs, starting at row 16, include the item description, the production hours required to produce 1 unit, the inventory on-hand in units, and the demand forecast for the next week in units.

In column F, the inventory on-hand is converted to equivalent production hours.  Total inventory on-hand in hours is computed in cell F36 and repeated in cell F6.  Next, column G converts the demand forecast to production hours.  Total demand in hours is computed in cell G36 and repeated in cell F7.  Cell F8 computes the target ending inventory in production hours as follows:  stock production hours available + inventory on-hand in hours - demand forecast in hours.  The run-out time (cell F9) is the target ending inventory in hours divided by the demand forecast in hours.

Next, run-out time in weeks (column H) for the current inventory is computed.  The planned inventory in weeks is displayed in column I.  Every item gets the same run-out time, so column I  repeats cell F9.  Target units in inventory in column J is planned inventory in weeks times the weekly demand forecast.  Total units required is the sum of target units in inventory plus the demand forecast.  Finally, the unit production plan in column L is total units required minus inventory on-hand.  The unit plan is converted to hours in column M.

When inventory on-hand for an item exceeds total units required, the model sets the production plan for that item to 0.  You should delete any item with production of 0 because the run-out time calculations are distorted by the excess stock.  For example, in Figure 5-2, enter 300 for the teapots inventory in cell D20.  Column H displays 5 weeks of stock and production totals 56.8 hours even though only 35 hours are available.  To fix the model, erase the inputs for teapots.

It is easy to do what-if analysis with the RUNOUT model.  To illustrate, Brookshire management wants to schedule overtime to get run-out time up to 1 week of stock for every item.  How many hours of stock production are needed?  Increase cell F4 until you get run-out time of 1 week.  A total of 46 hours are required. 
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APP.XLS

AGGREGATE PRODUCTION PLANNING

Page down to enter demand and workforce information

Note:  Production days and demand data are required in B37:C48.

INPUT:  

OUTPUT - TOTAL COSTS:

Beginning workforce

121

Wages - reg. time

$3,963,348

Level monthly workforce (optional)

190

Hiring cost

$274,950

Beginning inventory

970

Layoff cost

$261,120

Hours to produce 1 unit

20.00

Inv. holding cost

$58,200

Hours in normal workday

8.00

Shortage cost

$0

Holding cost per unit-month

$5.00

Total cost

$4,557,618

Hiring cost

$975

Layoff cost

$1,280

Hourly wage - reg. time

$8.90

Hourly wage - overtime

$13.35

Shortage cost per unit

$82.50

Inventory quantity used to

2

compute holding cost

   1 = end of month balance

   2 = avg. balance for month

Enter production days available and demand in columns B & C.  Then select a macro.

You can also enter your own production rates and workers in columns D & E.

PRODUCTION PLANNING MACROS

Ctrl + Shift + 

Avg. demand, mos.1-12 =

1,851

S  =  Chase strategy: prod. = demand, variable WF, no OT

Avg. demand, mos. 1-6 =

1,450

P  =  Level prod. for 12 months, variable WF, no OT (Rate = avg. mon. demand)

Avg. demand, mos. 7-12 =

2,250

T  =  2 level prod. rates (mos. 1-6 and mos. 7-12), variable WF, no OT (Rate = avg. mon. demand)

Total =

4,557,618

W =  Level WF for 12 mos., prod. = demand, OT used as necessary (Work force from cell E6)

REQUIRED INPUT

 OPTIONAL INPUT

NBR

PRODUCTION

WORKFORCE

Prod.

 Demand

 Actual

 Actual

WKRS

UNITS

OVERTIME

CHANGE

INVENTORY UNITS

days

  in

  units 

 workers

RQRD

REG

OVER-

Daily hours

Total

NBR

NBR

BOM

EOM

Month

avail.

  units 

  prod. 

  used

TIME

TIME

per worker

hours

HIRES

LAYOFFS

0

121

970

1

21

1,600

1,600

191

191

1,600

0

0.0

0

70

0

970

970

2

22

1,400

1,400

160

160

1,400

0

0.0

0

0

31

970

970

3

22

1,200

1,200

137

137

1,200

0

0.0

0

0

23

970

970

4

21

1,000

1,000

120

120

1,000

0

0.0

0

0

17

970

970

5

23

1,500

1,500

164

164

1,500

0

0.0

0

44

0

970

970

6

21

2,000

2,000

239

239

2,000

0

0.0

0

75

0

970

970

7

21

2,250

2,250

268

268

2,250

0

0.0

0

29

0

970

970

8

20

2,500

2,500

313

313

2,500

0

0.0

0

45

0

970

970

9

20

2,650

2,650

332

332

2,650

0

0.0

0

19

0

970

970

10

20

2,250

2,250

282

282

2,250

0

0.0

0

0

50

970

970

11

19

2,100

2,100

277

277

2,100

0

0.0

0

0

5

970

970

12

22

1,750

1,750

199

199

1,750

0

0.0

0

0

78

970

970

Figure 5-2

5.3  Learning curves (LEARN)
The learning curve is a widely-used model that predicts a reduction in direct labor hours or costs per unit as cumulative production increases.  The most common model is used in LEARN (Figure 5-3):


Hours to produce a unit =  (Hours to produce 1st unit) x (unit number)n

n = (log of the slope) / (log of 2)

The slope or learning rate is always stated as a fraction less than 1.0.  There is no theoretical justification for this model.  The only justification is empirical:  the model has been shown to make very accurate predictions of hours and costs per unit in a variety of industries, from airframe assembly to semiconductor manufacturing.

Conroe Space Systems, like other NASA contractors, uses the learning curve to plan production.  In fact, learning curves are required in preparing bids to supply capital equipment for NASA and other Federal agencies.  Recently, Conroe was awarded a contract to produce 20 air filtration systems in its Texas plant for the space shuttle.  Based on past experience, Conroe estimated that 250 hours would be needed to produce the first unit.  Thereafter, learning would proceed at a rate of 80%.  These inputs in LEARN  generate the output table in columns A and B.  An interesting property of the learning curve is that doubling production reduces hours or costs per unit by a constant fraction, the slope.  For example, in Figure 5-3, when production doubles from 1 to 2 units, the hours for unit 2 are 80% of the hours for unit 1 (250 x .80 = 200).  When production doubles from 2 to 4 units, the hours for unit 4 are 80% of the hours for unit 2 (200 x .80 = 160).

When plotted on a linear scale as in Figure 5-3, all learning curves slope down and to the right.  On a log-log scale, the learning curve is a straight line.

What-if analysis in LEARN is done by changing (1) the number of hours to produce the first unit in cell C4, (2) the percent slope in C5, or (3) the unit numbers in Column A of the output section.   For example, suppose we need the hours for the 50th unit.  Change any entry in column A to 50 and the result is 71 hours.  

Figure 5-3
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RUNOUT.XLS

 Week of:

01-Dec

RUNOUT-TIME PRODUCTION PLAN

INPUT:

A. Stock production hours available next week

35.00

OUTPUT:

B. Inventory on hand in production hours

45.39

C. Demand forecast for next week in production hours

45.61

D. Target ending inventory in production hours

34.78

E. Run-out time in weeks of stock

0.76

INPUT:

  OUTPUT:

Prod.

Inventory

  Demand

Inventory

Demand

Target

  Total

hours

  on-hand

forecast

  on-hand

forecast

Inventory in weeks

units in

  units

   Production plan

 #

Item description

 per unit

in units

in units

in hours

in hours

 current

  planned

inventory

required

   units

hours

1

8" omelet pans

0.0250

21

50

0.53

1.25

0.42

0.76

38

88

67

1.68

2

14" omelet pans

0.0375

155

175

5.81

6.56

0.89

0.76

133

308

153

5.75

3

12" skillets

0.0400

100

150

4.00

6.00

0.67

0.76

114

264

164

6.57

4

18" skillets

0.0500

145

200

7.25

10.00

0.73

0.76

152

352

207

10.37

5

teapots

0.1500

52

60

7.80

9.00

0.87

0.76

46

106

54

8.06

6

sauce pans

0.1000

200

120

20.00

12.00

1.67

0.76

91

211

11

1.15

7

roasters

0.0200

0

40

0.00

0.80

0.00

0.76

30

70

70

1.41

8

0.00

9

0.00

10

0.00

11

0.00

12

0.00

13

0.00

14

0.00

15

0.00

16

0.00

17

0.00

18

0.00

19

0.00

20

0.00

45.39

45.61

35.00
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Center-of-gravity method for locating
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distribution centers (CENTER)



CENTER finds the location for a distribution center that minimizes the costs of shipping to customers.

6.1 Center-of-gravity method for locating distribution centers (CENTER)
Before the computer age, distribution centers were located using the following procedure:  First, place a map of the region to be served on a table top.  Drill holes in the table top at the locations of customers.  Run a string through each hole and attach a bag of fishing weights to the end of the string (below the table).  The number of fishing weights placed in each bag corresponds to the volume shipped to that customer.  Additional weights can be added to account for the costs of shipping to different locations.  Tie the strings together so that the knot is free to move on the table top.  The point at which the knot comes to rest is known as the center of gravity.  This location minimizes the sum of the weighted straight-line distances from each customer location to the distribution center.  Of course, the center of gravity may rest at an infeasible location, but the procedure does give a starting point for determining a good location for the distribution center.

The CENTER model in Figures 6-1 and 6-2 gives a good approximation to the solution found with the physical procedure.  Certainly the model requires less time and effort than the physical procedure.

CENTER was recently used by Villone Dairies to locate a milk plant to serve five Northeast Texas cities.  The first step in applying the model is to lay out a grid on a map and mark the coordinates of the customers.  The origin of the grid is at zero.  Customer locations are indicated by X, Y coordinates indicating the number of miles from the zero point.  The second step is to enter the names of customers in column B, the volume to be shipped from the plant in column C, and transportation rates in column D.  If you don't have data on transportation rates, you can still use the model if you are willing to assume that rates are approximately equal to each customer location.  Simply enter 1.00 as the rate to each location, as Villone did.   Finally, enter the X,Y coordinates in columns E and F.

When data entry is complete, the coordinates of the center of gravity are automatically computed in E17..F17.  The solution turns out to be quite simple.  The X coordinate of the center of gravity is the sum of column H divided by the sum of column G.  The Y coordinate is the sum of column I divided by the sum of column G.  These coordinates place the plant in a pasture just west of Tyler, Texas.

Section B of the model, Figure 6-2, computes distribution costs from the center of gravity to each customer.  Since we don't have data on transportation rates, the only information of interest here is column E, the distance from each customer to the center.

The solution shown in Figure 6-1 is an approximation that can be refined using an iterative search procedure which we won't bother with here.  The refinement usually does not change the solution appreciably.  Furthermore, the aim of the CENTER model is to give management a starting point for determining a reasonable facility location.  Certainly many other factors must be considered in addition to the center of gravity.

Figure 6-1
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LEARN.XLS    LEARNING CURVE

INPUT:

Hours to produce first unit

250

Percent slope

80.00%

OUTPUT:

Unit

Hours

number

per unit

1

250.0

2

200.0

3

175.5

4

160.0

5

148.9

6

140.4

7

133.6

8

128.0

9

123.2

10

119.1

11

115.5

12

112.3

13

109.5

14

106.9

15

104.5

16

102.4

17

100.4

18

98.6

19

96.9

20

95.3

21

93.8

22

92.4

23

91.1

24

89.9

25

88.7

Learning Curve

0

50

100

150

200

250

300

1

11

21

31

41

51

61

71

81

91

Unit number

Hours per unit


Figure 6-2
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CENTER.XLS    CENTER-OF-GRAVITY MODEL

PART A:  DISTRIBUTION CENTER LOCATION

Customer

Volume

Rate

X Miles

Y Miles

V*R

V*R*X

V*R*Y

1

McKINNEY

2,100

1.00

60

165

2,100

126,000

346,500

2

WAXAHACHIE

1,900

1.00

50

110

1,900

95,000

209,000

3

KILGORE

1,400

1.00

162

115

1,400

226,800

161,000

4

CROCKETT

1,000

1.00

131

40

1,000

131,000

40,000

5

NACOGDOCHES

3,600

1.00

179

63

3,600

644,400

226,800

6

0

0

0

7

0

0

0

8

0

0

0

9

0

0

0

10

0

0

0

CENTER

122

98

10,000

1,223,200

983,300

PART B:  TOTAL DISTRIBUTION COSTS

Customer

Volume

Rate

 Distance

V*R*D

1

McKINNEY

2100

1.00

91

191,649

2

WAXAHACHIE

1900

1.00

73

139,185

3

KILGORE

1400

1.00

43

60,255

4

CROCKETT

1000

1.00

59

58,972

5

NACOGDOCHES

3600

1.00

67

240,442

6

0

0

0.00

0

0

7

0

0

0.00

0

0

8

0

0

0.00

0

0

9

0

0

0.00

0

0

10

0

0

0.00

0

0

TOTAL COST =

690,504

INPUT:

  OUTPUT:
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7.2     Job sequencing for 2 work stations in series (SKED2A)
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7.3     Job sequencing for 2 work stations in series (SKED3A)
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SKED1A, SKED2A, and SKED3A schedule a group of jobs which can be done in any sequence.  These models differ in the number of work stations required to process the jobs.  SKED1A schedules jobs for a single work station.  This station can be independent of all other processing or it can be part of a manufacturing system so complex that the only option is to schedule each work station independently.  In SKED1A, you can choose to minimize flow time, the number of jobs that are late, or the maximum time late for any job.  SKED2A and SKED3A are  designed for flow shops of 2 or 3 work stations arranged in series.  Each job receives exactly the same processing at each station.  In such flow shops, there is no attempt to minimize lateness;  instead, the objective is to minimize the total time needed to complete a batch of jobs.

7.1  Job sequencing for a single work station (SKED1AA)
The job sequencing models in this chapter were developed for Channelview Inspection Company, a firm introduced in Chapter 3.   Channelview processes pipe for use in oil and gas fields.  Customers deliver batches of pipe to Channelview for inspection and testing;  they may also request cleaning and installation of end caps.

Let's start with the simplest case, scheduling a single work station.  A large portion of Channelview's work involves a single station, the ultrasonic testing machine.  Channelview has a backlog of 6 jobs (batches of pipe) that require ultrasonic testing.  Alternative schedules to complete this work can be evaluated using the model shown in Figure 7-1.  In the input section, job names, processing times, and due dates are entered.  Times can represent minutes, hours, or days:  It doesn't matter as long as the due dates represent the same time units.

There are 4 sequencing macros available to process these jobs.  The Begin and End columns show when each job is scheduled to start and stop.  Adjacent columns contain the number of time units late and a late job indicator that displays 0 if the job is early or on time and 1 if the job is late.  The performance measures at the top of the worksheet show a variety of information.  The total time to complete all jobs obviously does not depend on the schedule, so it will not change as you try alternative sequences.  However, the other measures will change.  Average completion time is the average time from the start of the schedule until each job is complete.  Other measures include the maximum days any job is late and the number of late jobs.  Try the alternative macros and you will get the results summarized below:







     average

max. days
nbr. of



Sequence




completion time
   late   

late jobs

F =  FCFS





7.7

    8.0

   3


A = Min. average completion time


5.8

    5.0

   2

D = Min. max. days and job is late


6.8

    4.0

   3

N = Min. nbr. of late jobs



6.2

    5.0

   1

Jobs were assigned letter designations as they were received so sequence F is first-come, first-served (FCFS).  FCFS is usually the worst alternative because there is no attempt to minimize any of the performance measures listed above.  The objective in sequence A is to minimize average completion time.  This is done by sorting jobs in ascending order of processing time.   This should make sense.  By doing the shortest jobs first, the average must be minimized compared to any other sequence.  Sequence A is especially useful when you have cash flow problems and you want to get customer billings out the door quickly.  Sequence D sorts by earliest due date and minimizes the maximum number of days that any job is late.  It may be surprising to learn that such a simple procedure meets this objective.  There is a mathematical proof that sequence D works, but you can convince yourself simply by doing some experimenting with the worksheet.

Figure 7-1
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Finally, sequence N aims to minimize the number of late jobs.  This is done by identifying and rescheduling "barrier" jobs.  Barriers are jobs early in the schedule that prevent later jobs from being done on time; barriers are moved to the end of the schedule to free up time that can be used more profitably for other jobs.  The algorithm for sequence N is:

1.  Sort all jobs by due date.

2.  Find the first late job in the schedule.

3.  Find the length of the longest job from the beginning date through and

     including the first late job.  The job identified is the current barrier.

4.  Move the current barrier to the end of the schedule.

5.  Sort remaining jobs by due date.

You may have to run sequence N several times with a large collection of jobs.   If you reach the point where there are less than 2 late jobs, the sequence is optimal and nothing more can be done.

7.2  Job sequencing for 2 work stations in series (SKED2A)

In addition to the single-work-station scheduling problem presented by the ultrasonic testing machine, Channelview also operates a flow shop with 2 work stations in series.  This shop performs wire brushing at station 1 and hydrostatic testing at station 2.  Every job that enters the hydro shop gets exactly the same processing at each station.  The shop is scheduled using the SKED2A model shown in Figure 7-2.   Unlike SKED1A, there is no consideration of lateness in SKED2A.  The only objective that can be handled mathematically is to minimize makespan, defined as total time from the beginning of the schedule until the last job is complete.

Figure 7-2 shows data for 5 new batches of pipe.  Times are given in hours.  We want to get this set of jobs completed as soon as possible.  How long will it take?  The optimal solution is 12 hours.  To get this solution, select Ctrl – Shift – J.   How was this schedule developed?  SKED2 uses a priority index to sort.  The index is computed as follows for each job:  If the time on station 1 is less than the time on station 2, the index is the time on station 1.  Otherwise, the index is 1000 - the time on station 2.  When Ctrl C is invoked, the jobs are sorted by index number in ascending order.  This procedure gives exactly the same result as a widely-used manual method known as Johnson's rule:

1.  List the jobs in a table.

2.  Find the smallest processing time in the table.

3.  If the smallest time is for the first station, place the job in the first

     available position in the sequence.  Otherwise, place the job in the last

     available position.  Ties are broken arbitrarily.

4.  Remove the assigned job from the table and go to step 1.

Figure 7-2
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Sked1A

Scheduling a single work station

Enter data in shaded cells, then select macro.

Performance measures

Macro in effect =

F

Total time to complete all jobs

13.0

Ctrl + Shift +

Average completion time

7.7

F = FCFS (Sort by job name)

Maximum days any job is late

8.0

A = Min. average completion time

Number of jobs

6

D = Min. max. days any job is late

Number of late jobs

3

N = Min. nbr. Of late jobs

Time

Late job

Barrier

#

Name

Proc. Time

Due date

Index

Begin

End

units late

 indicator

job

1

A

2

6

1

2

0

0

0

2

B

2

3

3

4
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The logic underlying Johnson’s rule is straightforward.  Always put the job with the smallest time on station 1 first.  This allows station 2 to go to work as soon as possible.  Always put the job with the smallest time on station 2 last.  The reason is that processing can be finished as early as possible after the last operation on station 1.  The result is that we minimize idle time.   If you doubt this logic, try a schedule with jobs in first-come, first-served order.  The Ctrl – Shift - F macro assumes that job letters are assigned in alphabetical order as jobs come in.  The solution requires 16 hours, 33% more than the solution above, due to idle time in the schedule.

7.3  Job sequencing for 3 work stations in series (SKED3A)

Channelview also operates a 3-station flow shop managed with SKED3A illustrated in Figure 7-3.  To schedule a 3-station shop, we construct an artificial 2-station shop for computational purposes and then apply Johnson's rule.  In the output table, the times for stations 1 and 2 are added to form a set of artificial processing times.  Times for stations 2 and 3 are added to form a second set of artificial processing times.  These two sets of times are used in exactly the same manner as in SKED2A.  The schedule provides the optimal makespan when at least one of two conditions is met: 

(1) the minimum time on station 1 is greater than or equal to the maximum time on station 2, or 

(2) the minimum time on station 3 is greater than or equal to the maximum time on station 2.  

Even if the solution is not optimal, the scheduling procedure gives reasonable results.

In both SKED2A and SKED3A, there may be several alternative optimal solutions.  Depending on how the jobs are sequenced before running the Ctrl – Shift – J macro, the worksheet may  generate different sequences with the same makespan.
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Sampling is the basis for most quality analysis.  The ACCEPTSA model is used to sample incoming lots of material.  The aim is to prevent lots containing unacceptable numbers of defective units from passing into the manufacturing system.  In all of the control charts, the basic idea is to sample from a continuous production process at equal intervals of time and record some quality characteristic.  Common quality characteristics are the mean and range (MR-CHART), the percent defective (P-CHART), and the number of defects per unit (CU-CHART).  If the process is under control, the quality characteristics should vary about the population mean in a random manner.  If a sample mean falls outside the control limits, there is a very small probability that this happened due to randomness or chance alone and the process should be investigated. You can also monitor individual quality observations rather than samples in I-CHART.  If you do not want to prepare a complete control chart, use LIMIT to compute control limits for mean and range, percent defective, and defects per unit. 

8.1  Acceptance sampling (ACCEPTSA)
Acceptance sampling is a procedure for screening lots of incoming material.  We decide whether to accept or reject the entire lot based on the results of a sample.  A sampling plan is defined by two parameters:  sample size and acceptance number.  The acceptance number is the maximum number of allowable defects in the sample.  If the sample contains this number or fewer defects, the lot is accepted without further inspection.  If the sample contains more than the maximum number of defects, the lot is rejected and a 100% inspection is conducted.

The sample size and acceptance number determine the risks faced by the producer and consumer of the lot.  The producer's risk is the probability that a "good" lot will be rejected by the sampling process.  Lots are defined as good if they contain no more than a certain level of defectives called the acceptable quality level (AQL).  The consumer's risk is the probability that a "bad" lot will be accepted.  Lots are called bad if they contain more than a certain level of defectives called the lot tolerance percent defective (LTPD).  Using the binomial distribution, the ACCEPTSA worksheet (Figure 8-1) computes the producer's and consumer's risks, given the lot size, sample size, acceptance number, AQL, and LTPD.

ACCEPTSA was developed for Biggio Personal Computers, a manufacturer of IBM-compatible palmtop computers.  Biggio needed the model to design a sampling plan for power supplies provided by a contractor.  The power supplies arrived in lots of 1,000 units.  Biggio defined bad lots as those with 5% defects (the LTPD) and wanted a consumer's risk of .10 that lots containing the LTPD would be accepted.  The contractor defined good lots as those with 1% defects (the AQL) and wanted a producer's risk of .05 that lots containing the AQL would be rejected.  Negotiations started at a sample size of 100 and an acceptance number of 2, which generate a producer's risk of .0803 and a consumer's risk of .1247.  What can be done to make the risks hit the targets?  Try increasing the sample size to 133 and the acceptance number to 3.  The results are very close to the targets, with a producer's risk of .0461 and a consumer's risk of .1019.

In Figure 8-1, row 19 lists the probability of acceptance for each value of incoming quality or lot percentage defective shown in row 11.  Select the OC tab in the workbook to see a graph of the values in row 19.  This graph (Figure 8-2) is called an operating characteristic (OC) curve.  Row 20 in Figure 8-1 computes the average outgoing quality or AOQ, the percentage of defectives that get past the sampling process, assuming that defective items found in samples are removed but not replaced with good items.  Select the AOQ tab to graph the values in row 20 (Figure 8-3).

Experiment with the sample size and acceptance number and study the behavior of these graphs.  If the sample size is increased with a fixed acceptance number, the OC curve becomes steeper, that is, the sampling plan becomes more discriminating.  The effect is similar when the sample size is fixed but the acceptance number is decreased.

Figure 8-1

[image: image24.wmf]1

2

3

4

5

6

7

8

9

10

11

12

13

14

15

16

17

18

19

20

21

A

B

C

D

E

F

G

H

I

J

K

L

M

N

Sked3A1

Scheduling 3 work stations in series.

Enter data in shaded cells, then select macro.

Performance measures

Macro in effect =

J

Total time to complete all jobs

19.0

Ctrl + Shift +

Average completion time

14.0

F = FCFS (Sort by job name)

Number of jobs

5

J = Johnson's rule

 Time1+

 Time2+

#

Job

 Time1

 Time2

 Time3

 Time2  

 Time3  

Index

 Begin

  End

 Begin

  End

 Begin

  End

1

D

1

2

2

3

4

3

1

1

2

3

4

5

2

C

3

4

3

7

7

7

2

4

5

8

9

11

3

E

2

6

3

8

9

8

5

6

9

14

15

17

4

A

4

2

1

6

3

9997

7

10

15

16

18

18

5

B

4

1

1

5

2

9998

11

14

17

17

19

19

6

7

8

9

10

  Station 2:

  Station 3:

  Station 1:


Figure 8-2
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Figure 8-3
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8.2  Control chart for mean and range (MR-CHART)
The basic idea in all quality control charts is to select a sample from a production process at equal intervals of time and record some quality characteristic.  The most common quality characteristic is the mean of each sample.  If the process is under control, the series of sample means should vary about the population mean in a random manner.  That is, we should expect some natural variation in any process and there should be no real assignable cause to this variation.  If the process is in control, almost all sample mean values should fall within control limits, almost always defined as the mean plus or minus 3 standard deviations.  The standard deviation is a measure of the variation of a process.  If all sample observations are constant, the standard deviation is zero;  as variation increases, the standard deviation grows.  The control charts in this chapter do not measure the standard deviation directly.  Instead, the range (high value minus low value) of each sample is used as a simpler measure of variation.  To establish control limits, the range is automatically converted to a standard deviation.

It is important to understand that the control chart is a management-by-exception tool.  If a sample mean falls outside the control limits, there is a very small probability that this happened due to randomness or chance alone.  In fact, with control limits set at 3 standard deviations, the probability is less than 1% that the sample mean occurred due to chance.  There is a very large probability, more than 99%, that the sample mean is due to an assignable cause and an investigation should be conducted.

The control charts in SOM are classified as either variable or attribute charts.  Variables are measurements on a continuous scale such as inches or pounds.  What types of variables can be monitored with the variables control charts?  Anything that can be measured and expressed in numbers, such as temperature, dimension, hardness number, tensile strength, weight, viscosity, etc.  Variables are monitored in the MR-CHART worksheet for the mean and range of samples and in the I-CHART for individual observations.  Attributes are discrete data such as the number of items in the sample that are defective or the number of defects in one unit of product.   The P-CHART and CU-CHART models are available for attributes data.

Figure 8-4 shows MR-CHART, a  model used  at Texarkana Textiles Corporation (TTC), a specialty manufacturer of synthetic fibers located in Texarkana, Arkansas.  The company supplies fibers to a NASA contractor, Alou Technology of Houston, which produces extra-vehicular life-support systems apparel (space suits) for astronauts.  TTC's automated production system includes 6 stages:  blending, molding, bonding, spinning, trimming, and packaging.  The major quality concern is tensile strength after the trimming stage.  Samples are taken after trimming using a tensile strength gauge.  Figure 8-4 shows 16 samples of 4 measurements each.  Observations are entered, starting at row 26, in thousands of pounds.  As each sample is entered, the mean and range are automatically computed in columns G and H.

There are two required inputs in cells D9..D10. The first is the last sample number used to compute control limits.  This feature allows you to base the control limits on a subset of the data and test them on the remainder.  Although there are 16 samples available, we used only the first 15 to set control limits.  This is because the last sample looks odd, with a sample mean much 

Figure 8-4
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lower than the other samples.  Thus we test the mean of the last sample by excluding it from control-limit calculations.  The other required entry is the size of each sample, limited to the range 2 to 5.  In practice, sample sizes of variables data greater than 5 are extremely rare.   Most companies use sample sizes of 4 or 5 units because research shows that sample sizes in this range are usually large enough to detect significant within-sample variation but small enough to detect significant changes in the mean.

In the output section starting at row 8, the model computes the mean of the sample means and the mean of sample ranges.  The control limits for the mean and range are computed as follows:


Mean upper control limit =  Mean of sample means + A2 x Mean of sample ranges


Mean lower control limit =  Mean of sample means - A2 x Mean of sample ranges


Range upper control limit =  D4 x Mean of sample ranges


Range lower control limit =  D3 x Mean of sample ranges

A2, D3, and D4 are standard conversion factors in quality control.  They convert the mean of sample ranges to 3-standard-deviation control limits.  The conversion factors are:

n
A2

D3

D4

d2

2
1.880

0

3.267

1.128

3
1.023

0

2.574

1.693

4
0.729

0

2.282

2.059

5
0.577

0

2.114

2.316

MR-CHART computes A2, D3, and D4 in N1..O19.  For sample sizes of 2-5 the D3 factor is always zero, so the range lower control limit is zero.  The factor d2 is explained below.

The control charts for mean and range are plotted in Figures 8-5 and 8-6.  Sample 16 is definitely unusual and TTC’s investigation and found an operator error in that sample.  There are two options to exclude sample 16.  We could simply erase it or we could enter 1 in cell I41.  Whenever a 1 appears in column I, that sample is not used in control-limit calculations although it will continue to appear on the charts.  To see the effect of column I, change cell D9 to 16 and enter 1 in cell I41—the control limits are unchanged.

Control charts for mean and range are designed to monitor sample averages, not observations for individual production units.  It may be that sample averages stay inside control limits while individual observations within the samples are unacceptable.  Thus we need to compare specifications for minimum and maximum values to individual observations.  This comparison is called process capability analysis.  The objective is to determine whether the production process is actually capable of meeting specifications for individual observations.

The first step in process capability analysis is to compute the “natural tolerance” of the production process or the range within which we can expect individual observations to vary most of the time.  Natural tolerance is also called “6 sigma” because it is defined as 6 times the population standard deviation of the individual observations.  The estimated population standard deviation is related to the mean of the sample ranges by a conversion factor called d2:

Figure 8-5
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Estimated population standard deviation = Mean of sample ranges / d2

In range N1..O19, the factor d2 and the estimated population standard deviation are computed.  The 6-sigma range or natural tolerance is then shown in cell I14.  Given the assumption that the data are normally distributed, the 6-sigma range should include 99.7% of the individual observations, leaving only a 0.3% chance of getting an observation outside the natural tolerance.

To illustrate, Alou Technology provided the following specifications to TTC:  tensile strength should be no less than 22,500 pounds and no more than 23,500 pounds.  These limits are called L for lower limit and U for upper limit, respectively.  Four process capability indices in cells I15..I18 help us evaluate whether TTC can meet the specifications:


Cp
=  Process capability potential =  (U - L) / 6 sigma


CpU
=  Upper capability index
 =  (U - Mean) / 3 sigma


CpL
=  Lower capability index
 =  (Mean - L) / 3 sigma


Cpk
=  Process capability index     =  Minimum of CpU and CpL
If the process capability potential, Cp, is greater than 1.0, the specification limits are wider than the natural tolerance, and the process has the potential for meeting specifications if held in control at a mean of (U - L)/2.  TTC's Cp is 1.53, an excellent value in most applications.

It may be surprising that it is possible to have a good Cp value but yet do a poor job in meeting specifications.  How?  The process could be off-center, with little overlap between the 6 sigma range and the U - L range.  Thus the remaining indexes take centering into account.  CpU and CpL relate the difference between the mean and the upper and lower specification limits.  The minimum target value for each is 1.0.  If either is less than 1.0, the process is violating a specification limit.  TTC's indexes are excellent:  CpU is 1.51, while CpL is 1.54.  Since CpU is smaller than CpL, the process mean is closer to the upper limit, that is the process is slightly off- center.  Notice that the mean in cell J10 is 23.0057 compared to the target of 23, a bit high.  Finally, Cpk gives the worst case, the minimum of CpU and CpL.

The final chart in the worksheet plots individual observations within each sample for comparison to specifications.  In Figure 8-7 (in the worksheet, this chart is located below the range chart), each sample is plotted vertically above the sample number.  Upper and lower specification limits also appear on the chart.  In sample number 16, notice that two observations fall right on the lower specification limit, while one observation is well below.  A review of the process capability indexes should always be accompanied by a visual check on the data.  Some observations can fall outside specifications without driving the mean and range charts out of control.  The chart of individual observations may also show a tendency for the variation within samples to increase or you may find that the mean is drifting toward one of the specification limits.

Figure 8-7
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LIMIT.XLS

QUALITY CONTROL LIMIT CALCULATOR

MEAN AND RANGE

PERCENT DEFECTIVE UNITS

INPUT:

INPUT:

  Number of samples taken

25

  Number of samples taken

100

  Size of each sample

6

  Size of each sample

20

  Grand mean (X DOUBLE BAR)

3.5372

  Number of defective units

4

  Mean range (R BAR)

0.294

OUTPUT:

OUTPUT:

  Mean upper limit

3.6793

  Mean percent (defective units)

0.20%

  Mean lower limit

3.3951

  Upper control limit

0.87%

  Range upper limit

0.5892

  Lower control limit

0.00%

  Range lower limit

0.0000

NUMBER OF DEFECTS PER UNIT

INPUT:

  Number of samples taken

50

  Number of defects

9

OUTPUT:

  Mean number of defects

0.18

  Upper control limit

1.45

  Lower control limit

0.00


8.3  Individual observations (I-CHART)

The I-CHART is another variables control chart used to monitor individual observations (samples of one each) rather than larger samples.   The I-CHART is most used in cases where a considerable period of time elapses between opportunities to collect quality observations.  For example, there only be one quality observation per shift in operations with long lead times.  Although the I-CHART is usually identified with manufacturing applications, it is widely used in casinos to monitor card, dice, and roulette games.  The individual observations entered in the chart are typically the net cash profits recorded when a dealer settles his or her account with the house at the end of a work period.

The I-CHART model in Figure 8-8 was developed for the casino manager of the Galveston Queen, a gambling ship based in Galveston, Texas.  There are three blackjack tables on the Queen, with dealers rotated on a staggered schedule every few hours.  The 16 observations in range B18..B33 of the worksheet are net profits/losses recorded at the end of each dealer work period on the Queen's first Saturday night cruise.  As you would expect, most observations are profits rather than losses, which places most of the natural tolerance of the process (the area between the control limits) well above the zero line on the graph.  The 3-standard-deviation upper control limit is $15,030 compared to a lower control limit of -$3,221.

Control limits are based on a moving range of absolute values, defined as the difference between successive observations:


Moving range for observation 2 = |observation 2 - observation 1|


Moving range for observation 3 = |observation 3 - observation 2|


Moving range for observation 4 = |observation 4 - observation 3|


…

The brackets (||) on the right-hand sides of these equations mean that the absolute value of the difference is used.  This procedure skips the moving range for observation 1 since there is no previous observation to subtract from it.  Note that column C in Figure 8-8 does not show absolute values—these are computed in column Y (not shown).

Next, cell G10 computes the mean of the moving range.  The estimated population standard deviation in cell J5 is based on the conversion factor d2:


Estimated population standard deviation = Mean of moving range / d2

Because the sample size is always 2 (the moving range is 2), the d2 factor is always 1.128.  The control limits are:


Upper control limit = Mean of sample observations + 3 x Estimated pop. std. dev.


Lower control limit = Mean of sample observations - 3 x Estimated pop std. dev.

In most other control charts, the lower control limit is reset to zero rather than allowed to be negative.  In I-CHART, the lower control limit may be negative.  You can change a negative lower control limit to zero by entering zero in place of the formula in cell G12.

I-CHART monitors only the values of individual observations.  It is possible to develop a second control chart to monitor the moving range.  However, interpretation of moving range charts is difficult.  Such charts are uncommon in practice and not considered here.

Figure 8-8
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I-CHART.XLS

CONTROL CHART FOR INDIVIDUAL OBSERVATIONS

CONTROL FACTORS FOR I-CHART:

n

2

  Size of each sample

XBAR

5904.625

  Mean of observations

RBAR

3431.1333

  Mean of moving range (diff. between observations)

Sighat

3041.7849

  Estimated population std. dev.

d2

1.128

INPUT:

   OUTPUT:

Last sample number used to

   Mean of observations:

5,904.63

set control limits:

16

   Mean of moving range:

3,431.13

   Mean upper control limit:

15,029.98

   Mean lower control limit:

-3,220.73

   Total # samples:

16

Sample

   Sample

Moving

number

 observation

range

1

8,105

#N/A

2

9,665

1,560

3

9,990

325

4

7,320

-2,670

5

1,894

-5,426

6

7,890

5,996

7

1,200

-6,690

8

6,570

5,370

9

6,900

330

10

7,500

600

11

5,620

-1,880

12

7,830

2,210

13

-500

-8,330

14

-1,100

-600

15

7,990

9,090

16

7,600

-390

17

#N/A

18

#N/A

19

#N/A

20

#N/A

I-Chart

-5,000

0

5,000

10,000

15,000

20,000

0

10

20

30

40

50

60



8.4  Control chart for percent defective (P-CHART)
P-CHART is the most versatile and popular control chart.  To use P-CHART, quality inspectors classify sample items into two groups:  good or bad.  This can mean defective or non-defective, conforming or non-conforming to specifications, acceptable or unacceptable, or other definitions in which there are only two categories of results.

Brookshire Cookware Corporation, a producer of pots and pans located in Brookshire, Texas, uses P-CHART worksheets to monitor the quality of component parts received from its Mexican suppliers.  At the end of each business day, Brookshire faxes a copy of each P-CHART to its suppliers.  This feedback helps maintain a good working relationship with suppliers and alerts them to potential problems.

Brookshire is known for its line of teakettles, which have harmonicas inserted in the nozzles.  When water boils, the harmonicas play one of several melodies, depending on the model.  Since the harmonicas are major selling features, it is critical to ensure that they produce the correct tones.  Brookshire conducts 100% inspections of harmonicas by blowing compressed air through them.  A P-CHART to track defective harmonicas is shown in Figure 8-9.  There are 30 samples, each with 500 units, as shown in column B.  For each sample, the number of defective units is recorded in column C.  To set control limits, you must also enter the last sample number in cell D10.

Percent defective and individual control limits are computed for each sample in columns E – G.  Control limits are based on (1) the individual sample percent defective and (2) the overall mean percent defective for all samples computed in cell K2.  Unlike MR-CHART, sample sizes can vary in P-CHART, making individual control limits for each sample necessary.

The control chart shows only one out-of-control point, sample number 24, with 9 defects, a sample percentage of 1.80%, compared to an upper control limit of 1.78%.  Brookshire's production manager discussed this sample with the supplier, Reynosa Musica, who could find no cause for the problem.  Next, the manager experimented with excluding the sample from control limit calculations.  Enter a 1 in cell D41 and you will get a revised mean percent defective for all samples of 0.64% in cell K2, compared to 0.68% in the original worksheet.  The upper control limit shrinks only marginally to 1.71%, compared to 1.78% in the original worksheet.  Since there is no particular reason for the defective harmonicas in sample 24 and the sample makes little difference in the control limits, the manager decided to leave it in the control limit calculations.

The first step in developing control limits is to compute the mean percent defective for all samples in cell K2.  The standard deviation of the mean percent defective is computed as follows:

     Std. dev. of mean percent defective = [((Mean percent def.)(1 - Mean percent def.))/n]1/2
Figure 8-9
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where n is the sample size.  The numerator of this formula is computed in cell K3.  The standard deviation values for each sample start at row 18 in column H.  Each standard deviation is the fixed numerator divided by the square root of the individual sample size.  The control limits in columns F and G are:

     Upper control limit = Mean percent defective + 3 x Std. dev. of mean percent defective

     Lower control limit = Mean percent defective  - 3 x Std. dev. of mean percent defective
The mean percent defective is usually computed from the data.  If you wish to use a known or standard value, enter that value as a decimal fraction in cell K2.  No other modifications to the worksheet are necessary.

It should be obvious that some defects must occur in the samples observed before a P-CHART can be applied.  The better the quality, the larger the sample must be in order to find some defects.  For example, if only 0.1% of the product is defective, the sample size must be at least 1,000 units before there will be an average of one defect per sample.  On the other hand, a sample of 10 units is adequate when there is a defect rate of 10%.  Thus with excellent quality, the P-CHART is useful in detecting problems only if the sample is large;  with poor quality, the P-CHART works well with small samples.

8.5  Control chart for number of defects (CU-CHART)
Occasionally, product classification as merely good or bad is not enough and variable measurements do not apply.  For example, in evaluating the quality of a new automobile, there could be many defects but it would be misleading to classify the entire automobile as unacceptable.  The solution in situations like this is another attributes chart, the CU-CHART (Figure 8-10), which monitors the number of defects per inspection unit.  In general, the inspection unit is usually expected to have some defects and we wish to know whether the number of defects is excessive.  CU-CHART is also valuable when dimensions or units of measure complicate quality assessments.  For example, suppose that a coil of steel is 100 meters long and contains 7 lamination defects.  What is the defect rate?  It could be 7/100 = 7%.  But the defects are small, each perhaps a centimeter in length.  There are 10,000 centimeters in the coil so the defect rate becomes 0.07%.  We could also compute the square centimeters in the area of the coil and compute yet another defect rate.  The only sensible way around this problem with dimensions is to state quality in terms of total number of defects per inspection unit.

Three conditions must be satisfied to use CU-CHART.  First, the definition of an inspection unit must be constant from one time period to the next.  Second, there must be a very large number of opportunities for defects to occur in each unit produced.  Third, the probability that a defect will occur at any particular location in each unit must be very small.

Figure 8-10
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CU-CHART is really two models in one.  C-CHART is standard quality-control jargon for a control chart of the number of defects per unit when each sample is exactly one unit.  U-CHART is the name for a chart of defects per unit when the sample size is greater than one.  The names come from common notation for the Poisson distribution:  C denotes mean occurrences (usually defects) per unit for samples of size one, while U denotes mean occurrences per unit for larger sample sizes.  A formula in cell H8 automatically supplies the correct name for the chart.

The example in Figure 8-10 is a C-CHART because the data are samples of one unit each of enameled pot bodies.  Brookshire Cookware visually inspects the pots for enameling defects defined in the company quality assurance manual as "pits, cracks, lumps, chips, and splinters."   The number of units in each sample and the number of defects in each unit are entered in columns B and C.  Cell C8 contains the last sample number used to set control limits.

Mean defects per unit is computed in cell H9 and serves as the basis for the control limits, which are computed as follows:


Std. error of mean defects per unit = (Mean defects per unit/n)1/2


Upper control limit = Mean defects per unit + 3 x Std. error of mean defects per unit


Upper control limit = Mean defects per unit + 3 x Std. error of mean defects per unit

where n is the sample size.  Note that if n = 1, the standard error is just the square root of the mean.  What if the value of mean defects per unit is known?  Enter that value in cell K2 in place of the formula.  The rest of the worksheet operates with no further changes needed.  As in P-CHART, individual standard errors and control limits are computed for each sample and are found in columns F - H of the worksheet (not shown).

8.6  Control limit calculator (LIMIT)
LIMIT, shown in Figure 8-11, is a calculator for control limits in MR-CHART, P-CHART, and CU-CHART.   All control limits are based on 3 standard deviations.  If you want different limits, edit the control limit formulas.  Change the number 3 in any formula to a new value.  In the mean and range section, the size of each sample (B6) can vary from 2 to 25 units.  Note that the grand mean (the mean of the sample means) must be entered in cell B7.  In the percent defective section, the total number of defects (found in all samples) must be entered in cell E7.  In the section for the number of defects per unit, the total number of defects (from all samples) must be entered in cell B18.

Figure 8-11
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MR-CHART.XLS

CONTROL CHART FOR MEAN AND RANGE,

PROCESS CAPABILITY ANALYSIS

REQUIRED INPUT:

OUTPUT:

Last sample number used to

   Mean of sample means:

23.0057

set control limits:

15

   Mean of sample ranges:

0.2247

Size of each sample:

4

   Mean upper control limit:

23.1693

   Mean lower control limit:

22.8420

   Range upper control limit:

0.5127

OPTIONAL INPUT - SPECIFICATIONS:

   Range lower control limit:

0.0000

Upper limit (U)

23.5

   6 sigma

0.6547

Lower limit (L)

22.5

   Cp  = Process cap. potential

1.53

   CpU = Upper cap. index

1.51

   CpL = Lower cap. index

1.54

   Cpk = Process cap. index

1.51

   Total # samples:

50

   # samples excluded:

0

   Enter 1  

Sample

Sample 

Sample 

to exclude

number

Observation number

mean  

range 

sample

1

23.05

22.78

23.12

22.90

22.96

0.34

2

22.99

22.94

23.15

23.17

23.06

0.23

3

22.83

23.09

23.14

23.16

23.06

0.33

4

22.91

22.98

22.98

23.10

22.99

0.19

5

23.12

22.85

23.01

23.02

23.00

0.27

6

23.15

23.00

23.04

23.06

23.06

0.15

7

22.79

22.98

22.84

23.14

22.94

0.35

8

23.04

22.97

23.02

22.99

23.01

0.07

9

23.02

22.94

23.19

23.01

23.04

0.25

10

22.90

22.86

22.99

22.90

22.91

0.13

11

22.92

22.99

23.01

23.00

22.98

0.09

12

23.15

22.98

22.92

23.11

23.04

0.23

13

23.15

22.94

22.98

22.96

23.01

0.21

14

22.87

22.95

23.07

22.99

22.97

0.20

15

23.22

22.89

23.19

22.93

23.06

0.33

16

22.50

22.51

22.17

22.60

22.45

0.43
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In almost every organization, there are examples of processes which generate waiting lines called queues.  The worksheets in this chapter automate the most practical models for analyzing the behavior of queues.  SINGLEQ includes 4 alternative models for a single queue processed by a single server or service facility.  All models in SINGLEQ assume that arrivals to the queue are generated by a Poisson process.  The models differ in the probability distribution that generates service times, the queue capacity or waiting space available, and the size of the source population feeding the queue.  MULTIQ analyzes problems in which customers form a single queue processed by 2 or more servers.  MULTIQ assumes that arrivals are Poisson, service times are exponential, and there is no restriction on queue capacity or the size of the source population.

9.1  Single server queues (SINGLEQ)
Figure 9-1 automates four single-server queuing models distinguished by the alternative assumptions listed at the top of the worksheet.  Pay careful attention to assumptions to ensure that you apply the correct model.  Operation of any model is easy:  all you have to do is change the input parameters in rows 8-12.  Inputs are not applicable in cells that display "xxxx."

The basic queuing model is in column D, with Poisson arrivals, exponential service times, and both infinite waiting capacity and source population.  Let's use this model to analyze an operations problem faced by the Cattleman's National Bank of Angleton, Texas.  Cattleman's runs a branch office, with one teller, in the student union at Rosharon State University.  Cattleman's has received many complaints about waiting times on Friday, the peak business day at Rosharon.  Stop-watch studies show that customer arrivals on Friday average 36 per hour, Poisson-distributed, and the teller serves 40 customers per hour, exponentially-distributed.

Just how bad is waiting time?  Enter these arrival and service rates in SINGLEQ and the results indicate that the mean time in the queue is 0.225, while mean time in the system (waiting time plus service time) is 0.250.  These numbers are interpreted as fractions of the time unit used to measure the arrival and service rates.  The rates are per hour, so the mean time in the queue is 0.225 of an hour or 0.225 x 60 = 13.50 minutes.  Mean time in the system is then 0.250 x 60 = 15.00 minutes.  (In some queuing problems, arrivals and service rates are per day, so you would multiply by 24 hours to obtain the solution in hours.  In other problems, rates might be per 15-minute interval, so you would multiply by 15 to get the solution in minutes.)  The results also show that the mean number in the queue is 8.1 customers and the mean number in the system is 9.0.  The probability that the server is idle is only .10, so the probability that the server is busy is .90.  A table showing the probability that exactly N customers are in the system is available in the lower half of the worksheet.

Cattleman's is considering replacing the teller with a banking machine to reduce Friday waiting times.  An analysis shows that more than 90% of Rosharon Friday transactions are cash withdrawals, that is, cashing of personal checks and withdrawals from savings accounts.  A stop-watch study at other Cattleman's machine locations reveals that service time for cash withdrawals is not exponential.  Thus we cannot use the basic model in column D.  But we can use the model in column G, a variation of the basic model which allows for any service-time distribution.  Column G requires the mean and standard deviation of service times.  The stop-watch study gives a mean of 90 seconds and a standard deviation of 8 seconds.  The service rate for model input is (60 x 60)/90 = 40 per hour, the same as the teller.  The standard deviation is 8 seconds and must be converted for model input as follows:  8/(60 x 60) = .002222.

Entering these values in column G shows that the banking machine can cut the time in the queue to 0.113 x 60 = 6.78 minutes, about half the time for a human teller.  Time in the system is .138 x 60 = 8.28 minutes, another substantial cut.  Numbers of customers in the queue and system are also reduced.  How can this be if the banking machine has the same service rate as the human teller?  The answer is that machine service times are much less variable than with a human teller.  Queuing statistics always improve when you reduce the variability of service times.

Figure
9-1
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Unlike the basic model, in the any-service-time model it is impossible to compute the probability of any specific number of customers in the system, except when the system is empty.  Otherwise, all queuing statistics in the basic model are available in the any-service-time model.

Another important variation of the basic model is shown in column E, where there is some maximum number of customers that can be in the system at any one time.  The maximum includes customers waiting as well as in service.  The finite-capacity model is useful in analyzing another Cattleman's location, a drive-in branch in the suburbs of Santa Fe.  The branch has one teller window and space for 3 cars (1 in service and 2 in line).  The branch is located on a busy street and when the system is full, customers are reluctant to wait in the street.  Arrivals during peak business times are 14 per hour, with service at the rate of 20 per hour.  How many customers are lost (forced to drive on because the waiting line is full)?  Enter the arrival and service rates and a capacity of 3 in the model in column E and the proportion of customers lost is 0.135.  What if Cattleman's expands the driveway to hold 4 cars (1 in service and 3 waiting)?  The proportion lost falls to 0.087.  Expansion to 5 cars reduces the proportion lost to 0.057.

The final single-server model in column F applies when the source population feeding the queue is limited.  This model is widely used to analyze repair operations that support a specific population of equipment.  For example, in the DeWalt Lubricants plant in Sugar Land, Texas, 4 machines fill 32-ounce cans of motor oil.  The machines are the source population in the model and require frequent adjustment by a mechanic.  Adjustment problems (arrivals) are Poisson at the rate of 1 per hour, and the mechanic can serve 8 per hour, exponentially-distributed.  How much production time is lost per hour due to machines in service or waiting for adjustments?  The answer is given by the time in the system of 0.175 x 60 = 10.50 minutes.  DeWalt is considering adding a second bank of 4 filling machines identical to the present machines.  If the single mechanic serves all 8 machines, what happens to lost production time?  Assume that the arrival rate will double to 2 per hour.  The source population is now 8.  Enter these changes in SINGLEQ and the time in the system becomes 0.531 x 60 = 31.86 minutes.

Formulas for the basic single-server queuing model are straightforward.  Let A be the mean arrival rate per unit time and M be the mean service rate.  Queue statistics are computed as follows:

Mean number in the queue = A2 / [M(M-A)]

Mean number in the system = A / (M-A)

Mean time in the queue = A / [M(M-A)]

Mean time in the system = 1 / (M-A)


Probability the server is busy = A / M

Formulas for the other single-server models and the multiple-server model are quite complex and not reviewed here.

9.2  Multiple-server queues (MULTIQ)

Many service facilities operate with a single waiting line that feeds several servers.  Customers must wait on the first available server.  The MULTIQ model in Figure 9-2 analyzes this type of system under the following assumptions:  Poisson arrivals, exponential service times, and both infinite waiting capacity and source population.  MULTIQ is a useful management tool at Cattleman's Bank, where all multiple-teller branches operate with a single waiting line.  Cattleman's management attempts to keep customer time in the queue to 1 minute or less.  This goal is achieved by changing the number of teller windows that are open as arrival rates change during the business day.  In Cattleman's large commercial branch in Thompsons, Texas, arrivals are Poisson and average 40 per hour during the 9 AM - 10 AM period on Monday mornings.  The service rate per teller is 20 per hour.  How many teller windows must be open at 9 AM on Mondays?

In Figure 9-2, the time in the queue with 3 tellers is .022 x 60 = 1.32 minutes, so we must operate with 4 tellers.  Enter this value and the result is time in the queue of .004 x 60 = .24 (about 14 seconds).  Now try a number of servers equal to 2 in MULTIQ.  The queue statistics display ERR.  Why?  The arrival rate of 40 is equal to the total service rate of 2 tellers x 20 = 40 per hour.  All queuing systems blow up when arrival rates are equal to service rates.  The reason is that servers can never catch up when arrivals vary above the mean.  The same problem occurs in SINGLEQ if you set an arrival rate equal to a service rate.

Figure 9-2
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SINGLEQ.XLS

SINGLE-SERVER QUEUING MODELS

ASSUMPTIONS:

  Arrival distribution

Poisson

Poisson

Poisson

Poisson

  Service-time distribution

Exponential

Exponential

Exponential

ANY

  Capacity

 Infinite

 FINITE

 Infinite

 Infinite

  Source population

 Infinite

 Infinite

 FINITE

 Infinite

INPUT:

  Arrival rate

36

14

1

36

  Service rate

40

20

8

40

  Capacity (#in line + #in svc.)

xxxx

3

xxxx

xxxx

  Source population (max. 20)

xxxx

xxxx

4

xxxx

  Std. dev. of service time

xxxx

xxxx

xxxx

0.002222

QUEUE STATISTICS:

  Probability server idle (P0)

0.100

0.395

0.575

0.100

  Probability server busy (1-P0)

0.900

0.605

0.425

0.900

  Nbr. in queue  (Lq)

8.100

0.464

0.172

4.082

  Nbr. in system (Ls)

9.000

1.069

0.597

4.982

  Time in queue  (Wq)

0.225

0.038

0.050

0.113

  Time in system (Ws)

0.250

0.088

0.175

0.138

  Proportion of customers lost

#N/A

0.135

#N/A

#N/A

PROB. OF N CUSTOMERS IN SYSTEM:

0

0.100

0.395

0.575

0.100

1

0.090

0.276

0.287

#N/A

2

0.081

0.193

0.108

#N/A

3

0.073

0.135

0.027

#N/A

4

0.066

0.003

#N/A

5

0.059

#N/A

6

0.053

#N/A

7

0.048

#N/A

8

0.043

#N/A

9

0.039

#N/A

10

0.035

#N/A

11

0.031

#N/A

12

0.028

#N/A

13

0.025

#N/A

14

0.023

#N/A

15

0.021

#N/A

16

0.019

#N/A

17

0.017

#N/A

18

0.015

#N/A

19

0.014

#N/A

20

0.012

#N/A
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